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Abstract
Efficient Guidance of Underpowered Vehicles
in Time-Varying Flow Fields
Blane Andrew Rhoads

In this dissertation we study high-level trajectory planning for underpowered
vehicles in spatially complex, 2D, time-varying flow fields. In particular, we consider a minimum time problem and a minimum energy problem. These problems
are difficult because locally optimal trajectories abound and currents stronger than
the vehicle can push it far off course. Nevertheless, globally optimal trajectories
can be obtained by numerical solution of a dynamic Hamilton Jacobi Bellman
(HJB) partial differential equation (PDE) for the time-varying optimal cost-to-go
function—the gradient of which yields an optimal feedback control law. Locally
optimal trajectories are associated with shocks—discontinuities in the gradient of
the cost-to-go. Strong currents are associated with discontinuities in the cost-to-go
itself.
Existing work is primarily concerned with the proper capturing of shocks, and
is mostly limited to weak, time-invariant flows. But strong, time-varying flows play
a large role in the real-life problem. Thus the characterization of solutions for realistic flows has involved significant experimentation with novel solution approaches.
A key theme has been the complementary nature of Eulerian or semi-Lagrangian
finite difference methods and Lagrangian particle methods. The former methods
viii

are associated with implicit front tracking methods such as Level Set Methods and
Fast Marching, and rely on shock-capturing (e.g. Godunov) schemes. The latter
methods are associated with explicit front tracking methods but compute particle
trajectories in a higher-dimensional state-“costate” space using the well-known
Euler Lagrange ordinary differential equations; these are variants of the so-called
“extremal field” method. Other themes include the use of adaptive grids and the
dichotomy between backward-in-time methods for closed-loop optimal trajectories
and forward-in-time methods for open-loop optimal trajectories. In all cases, the
resulting trajectories are globally optimal.
First, we present a forward-in-time Lagrangian method that exploits a special property of minimum time control to obtain open-loop optimal trajectories,
without actually solving the dynamic HJB equation. The algorithm proved highly
dependent on adaptive remeshing of the Lagrangian marker particles along the
tracked front and a rather complicated trimming procedure for local optima. Examples include a numerically defined strong, time-varying flow field from a model
of the Adriatic Sea. Second, we present a backward-in-time semi-Lagrangian
method on an adaptive triangle grid for the fixed final time minimum energy
problem. The algorithm effectively transforms the optimal control problem into a
point wise-optimization problem, which we choose to solve exactly by keeping the
discretizations first-order in space and time. The adaptive triangle grid proves
very effective at capturing shocks, but the point-wise optimization is found to

ix

be more computationally complex than hoped. Third, we present a coordinate
transformation based on the Jacobian of the so-called flow map—the state at the
fixed final time if one were to turn the control off. This suggests a local, greedy
control scheme, which we compare to the minimum energy control in 1D and 2D.
Finally, we conclude with a 1D proof of concept for a hybrid Lagrangian-Eulerian
minimum energy algorithm that combines the best of the Lagrangian minimum
time algorithm and the semi-Lagrangian minimum energy algorithms.
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Chapter 1
Background and Overview
Fleets of robots known as AUVs (autonomous underwater vehicles) are now
used around the world for tasks as diverse as commercial exploration, military
surveillance, and scientific research. One class of AUV that has gained widespread
popularity among oceanographers is that of underwater gliders, such as the Seaglider,
the Spray, and the Slocum, described in [1], [2], and [3], respectively. A glider propels itself forward with fixed wings in a “saw tooth” shaped alternating sequence
of long dives and ascents, interspersed by short actuations of a battery-powered
piston to change its buoyancy. These vehicles are ideal for ocean sampling because of their long range and duration. However, this efficiency comes at the
expense of controllability. Their speed relative to the water is often comparable
to, if not smaller than, that of the flow fields they explore. This fact, along with
increasing measurement and forecasting capabilities for ocean flow fields, suggest
a new paradigm, in which the flow is viewed not as a disturbance, but as a timevarying nonlinear system to be incorporated into motion planning algorithms.
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While much progress has been made developing efficient and robust model-based
strategies for the control of coordinated groups of gliders—see for instance [4]—as
well as for individual vehicles—see [5] and [6], the role of strong, spatially complex,
time-varying environmental currents in path planning has received comparatively
less attention. As stated in [4], “a methodology to exploit available estimates or
predictions of the flow field is of significant interest”.
As far as this dissertation is concerned, the primary problem is one of highlevel trajectory planning, not low-level trajectory tracking or stabilization. At
the spatiotemporal scales of interest (kilometers and hours), the dynamics in the
horizontal plane play a much larger role than those in the vertical direction, and
hydrodynamics and inertia may be ignored. The result is the 2D, time-varying,
nonlinear, affine control system
ẋ = v(x, t) + u,

(1.1)

that is, the velocity of the vehicle is equal to the sum of its velocity u relative to
the flow and the velocity v of the flow. The AUVs of interest typically operate
at fixed speeds; this leads to a minimum time problem. Alternatively, we also
consider a variable (but bounded) speed “minimum energy” problem, in which
the cost of a trajectory is a combination of the integral of u · u and a fixed final
time end cost.
The low dimensionality of (1.1) makes globally optimal control feasible. However, several challenges persist which are inherent in the real-life problem but often
2

avoided in the literature. First of all, v is spatially complex; generally, the number of locally optimal trajectories grows exponentially with respect to the spatial
complexity and the length of the time interval of optimization. Second, v is timevarying; this essentially increases the dimensionality of the problem from two to
three. Last but not least, the control input u is bounded and often smaller than v;
this makes “controllable sets” and “reachable sets” bounded and trajectory costs
unbounded.
Globally optimal trajectories are typically obtained by numerical solution of
a dynamic Hamilton Jacobi Bellman (HJB) partial differential equation (PDE)
for the time-varying optimal cost-to-go function—the gradient of which yields an
optimal feedback control law. The methods explored in this dissertation draw
from two main types of methods: Eulerian or semi-Lagrangian finite difference
methods, and Lagrangian methods that make use of the Euler Lagrange ordinary
differential equations (ODEs)—the necessary conditions of optimal control. This
chapter now goes on to present background on these methods and on the other
topics that have proven relevant to the work at hand, in Sections 1.1-1.3, then a
brief review of other more application-specific literature, in Section 1.5, and finally
a detailed overview of the contributions of the dissertation, in Section 1.6.

3

1.1

Nonlinear Optimal Control

This section reviews the basic principles and equations of general nonlinear
optimal control. There are two main approaches: the variational calculus approach, and the dynamic programming approach. The former is associated with
the Pontryagin (minimum or maximum) Principle and the ODEs known as the
Euler Lagrange equations, which serve as a necessary condition for optimal control. The latter approach is associated with Bellman’s Principle of Optimality
and the PDE known as the Hamilton Jacobi Bellman equation, which serves as a
necessary and sufficient condition for optimal control. The relationship between
the two approaches is important to the numerical methods that will be presented
in this dissertation. All of these things will be described in the context of the
following fairly general optimal trajectory problem.
Given an initial state x0 ∈ Rn and an initial time t0 ∈ [tmin , tmax ], minimize
the cost functional
Z

tf

L(x(t), u(t), t)dt + h(x(tf ), tf )

J(u, tf ; x0 , t0 ) :=

(1.2)

t0

with respect to u : [t0 , tf ] → Ω and tf ∈ [t0 , tmax ], subject to some end condition(s)

m(x(tf ), tf ) = 0,
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(1.3)

where the state trajectory x = x(·)—implicitly dependent on the control input
signal u = u(·)—is the unique solution of the state equation
ẋ(t) = f(x(t), u(t), t)

(1.4)

x(t0 ) = x0 .

(1.5)

with the initial conditions

From now on x may be used to mean either the state trajectory x(·) : [t0 , tf ] → Rn ,
as above, or an instantaneous state x(t) ∈ Rn , as implied by the context, and u
may be used similarly. In Equation (1.2), the function L acts as a running cost
function and is called the Lagrangian, and the function h is the end cost function.
It will be assumed throughout that these and other functions such as the vector
function f (including certain derivatives yet to be mentioned) are well-defined on
the appropriate spaces.
The nature of this problem is largely dependent on the form of the vector
function m : Rn × [tmin , tmax ] → Rk (0 ≤ k ≤ n) in Equation (1.3). The constraint
m = 0 may be thought of as a hypersurface where optimal trajectories must
terminate in the n + 1 dimensional extended state space or “space-time”. In
general this terminal hypersurface spans a range of values of tf , and thus tf is
free to vary along with u, as the definition of J in (1.2) suggests. This is the case
in “free final time” problems, including “minimum time” problems, which are the
topic of Chapter 2. In Chapter 3 and beyond, we will also consider “fixed final
time” problems, in which tf is fixed, and removed as an argument of J in Equation
5

(1.2). In these problems, the hypersurface m = 0 is contained within (or equal to)
a planar time slice of the space-time domain. Note that we do not consider the
more well-studied case of tf = ∞ or “infinite horizon” optimal control because of
the finite time nature of our motivating application.
In addition to the input constraint u(t) ∈ Ω, nonlinear optimal control theory
also allows more general state/input constraints of the form ψ(x(t), u(t), t) ≤ 0, or
at least constraints of the state x to some subset of Rn ; moreover, in our numerical
methods we will explicitly consider state constraints due to coastlines. However,
this introduction is sufficiently general without this complication. Note that in
our application Ω ⊂ Rn but that presently the dimensionality of Ω is intentionally
unspecified.

1.1.1

Variational calculus and the Euler Lagrange equations

Far and away the most common approach to solving the above optimal trajectory problem, for individual trajectories, is to make use of the well-known
necessary conditions of optimal control, derived from the calculus of variations.
Namely, if u and tf are optimal, then, in addition to the conditions (1.3), (1.4),
and (1.5), there exists a costate trajectory p : [t0 , tf ] → Rn satisfying the costate
equation
ṗ = −Hx (x, u, p, t),
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(1.6)

the Pontryagin principle
H(x, u, p, t) = min
H(x, u0 , p, t),
0

(1.7)

hx (x(tf ), tf ) − p(tf ) = d · mx (x(tf ), tf ),

(1.8)

u ∈Ω

the end condition

for some vector d ∈ Rk , and, if and only if tf is indeed free to vary (i.e. if
m(x, t) = 0 does not imply t = tf ), the additional “free final time” end condition

H(x(tf ), u(tf ), p(tf ), tf ) + ht (x(tf ), tf ) = d · mt (x(tf ), tf ),

(1.9)

where H is called the Hamiltonian and is defined by
H(x, u, p, t) := f(x, u, t) · p + L(x, u, t).

(1.10)

Throughout this dissertation subscript notations like the those above will be used
to indicate partial derivatives or Jacobian matrices. For example, fx is the Jacobian matrix of the original control system f. Note that differentiating (1.10) yields
Hx = fx p + Lx .
Expressing the state equation (1.4) in terms of H and coupling it with the
costate equation (1.6) yields the Hamiltonian system of ODEs
ẋ = Hp ;

ṗ = −Hx .

(1.11)

These are known as the Euler Lagrange equations. The initial condition (1.5)
specifies the initial state but not the initial costate. Similarly, the end conditions
7

(1.8) and (1.9) yield only partial information about the final state x(tf ), the final
costate p(tf ), and the final time tf . Thus the original optimal trajectory problem is transformed into a so-called two-point boundary value problem (TPBVP),
consisting of these boundary conditions and the Euler Lagrange equations (1.11),
in which it is assumed u can be determined point-wise as the argument of the
minimum (1.7).
The typical approach is to solve this TPBVP using an iterative method. There
are many well-known problems with this approach. Most importantly, a solution
of the TPBVP is merely a candidate optimal trajectory, sometimes called an
extremal trajectory or an extremal ; it may or may not be a local optimum, and if
it is a local optimum, it may or may not be the desired global optimum. Secondly,
a given iterative method may or may not even converge to an extremal for a given
problem.
One such method is the shooting method. The (forward-in-time) shooting
method searches iteratively for solutions of the TPBVP by numerically solving the
initial value problem (IVP) defined by (1.11), (1.5), and p(t0 ) = p0 for various
initial costates p0 ∈ Rn . (Alternatively, one can also work backward in time,
in which case the “initial” values of the IVP are x(tf ) = xf and p(tf ) = pf
satisfying the end conditions instead of x(t0 ) = x0 and p(t0 ) = p0 .) In addition
to the cost J of each of these IVP solutions, one can presumably define a secondary
cost K based on how “far” one is from satisfying the end conditions. Thus the
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infinite dimensional optimization of the signal u(·) is transformed into the nD
optimization of p0 . If n is large or K is too complex, global optimization is indeed
hopeless. However, the shooting method highlights an alternative possibility:
where n is small and the solution is not overly complex, and global optimization
is feasible. This leads to the idea of the extremal field approach—a missing link
of sorts between the typical TPBVP approach and the dynamic programming
approach.

1.1.2

The extremal field approach

Though apparently not as popular in the literature as its counterparts, the
extremal field approach is at least briefly described in the popular textbook [7].
Here and throughout, extremal trajectory or extremal means a solution of one of
the family of Euler Lagrange IVPs involved in the shooting methods described
above, whether forward-in-time or backward-in-time, and whether or not it also
solves the TPBVP. The idea of the approach is simple: one can declare a solution of the TPBVP to be globally optimal if one has explored the entire “field
of extremals” sufficiently. For example, if one is working forward-in-time, and
n = 2, one just needs a sufficiently resolved (and ideally adaptive) grid of points
p0 ∈ R2 . Although the forward-in-time approach turns out to have a distinct
advantage over the backward-in-time approach for the special case of minimum
time control, as will be shown in Chapter 2, the backward approach is generally
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better, in that it allows the definition of an optimal feedback control law. Whereas
forward extremals are parameterized by initial costates p0 , backward extremals
are parameterized by the one or more final costates pf associated with various
final state-times (xf , tf ) on the target surface m(x, t) = 0. The effect is to “flood”
space-time with extremals as densely as is reasonable, such that initial state-time
(x0 , t0 ) is on, or at least very close to, one or more of the extremals; then by some
combination of direct minimization and interpolation one can evaluate the optimal
feedback control law locally and/or extract the entire optimal trajectory. Note
that for the “time-invariant problem”, where L, h, m, and f are time-invariant
and tf is free, the space to be filled by extremals is simply the nD state space
instead of the (n + 1)D extended state-time space.
One of the few good examples of this method found in the literature is that of
[8]. The application is actually for the infinite time horizon optimal control problem of (fully nonlinear, but time-invariant) quadratic regulation of a pendulum on
a cart about its unstable equilibrium. By linear approximation of the solution in
a small region containing the target equilibrium, the infinite horizon problem is
transformed to a time-invariant, free final time problem, in which the field of extremals is parameterized by final states xf on the 1D surface m(x, t) = m(x) = 0
bounding the small region of linearization (where each xf readily yields one final
costate pf ). The resulting (backward-in-time) extremals are computed one-ata-time, adaptively, using a simple bisection algorithm. We’ll refer to methods
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like this that compute extremals independently as “pure extremal field” methods. We’ll use “extremal field” or “field of extremals” much more loosely, to refer
to any method which computes some continuum of extremal trajectories in n-D
space by embedding them in the 2n-dimensional state-costate space.
One very effective such method is the continuation method of [9], which treats
the same cart-pendulum problem as [8]. Like [8], [9] identifies the desired continuum of trajectories as a stable invariant manifold of the Hamiltonian Euler
Lagrange system about the fixed point. But whereas [8] “explores” this manifold
(which we will later call the extremal surface) one trajectory at a time, specifying
the time interval a priori, [9] computes this manifold one “level set” at a time.
Specifically, the manifold is computed using level sets of a geodesic distance defined in R2n = R4 . The more typical alternative is to use level sets of time or of
the cumulative cost J; this will be the case in what we call “front” based methods
or front-tracking methods, e.g. in Section 1.2.
Pure extremal field methods like that of [8] and other extremal field methods
like that of [9] are like depth-first and breadth-first methods, respectively, e.g. for
a path in a discrete graph, with the latter being farther removed from TPBVP
shooting methods and closer to dynamic programming. Pure extremal field methods have the advantages of algorithmic simplicity and parallelizability. On the
other hand, level set based or front based extremal field methods are slightly better equipped to deal with inherent sensitivity of extremal trajectories with respect
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to the given initial (or terminal) conditions. The sensitivity is partly due to the
Hamiltonian nature of the Euler Lagrange equations. The length of the level set
and thus the “number” of extremal trajectories grow exponentially with respect
to the length of the time interval of computation and to the spatial complexity of
the underlying system f.
This exponential growth is reflected in the fact that projecting the extremal
surface from R2n into Rn (or, in the time-varying case, from R2n+1 to Rn+1 ), yields
a mess of intersecting locally optimal extremal trajectories and self-intersecting
level sets. While it is interesting to observe the variety of local optima, the real
interest is in the global optima. These can be obtained, as mentioned, by direct
minimization of the multi-valued graph of J vs. x along the computed surface.
This minimum of J is the so called value function—the solution of the HJB equation. Hence the extremal field method is really a method of characteristics for
the HJB equation. The challenge is to make the extremal field approach efficient
by not computing the suboptimal part of the extremal surface. One of the goals
of this dissertation is to propose algorithms for doing exactly this, and point out
their inherent advantages and disadvantages. Also of interest is to compute the
value function—to solve the HJB equation—directly, on a structured, Eulerian
grid in the (extended) state space, rather than indirectly on the unstructured,
Lagrangian grid yielded by the projection of the extremal surface.
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1.1.3

Dynamic programming and the Hamilton Jacobi Bellman equation

In the most general sense, the term dynamic programming, first used by
Richard Bellman in the 1940s, refers to the strategy of breaking down a complex,
sequential decision-making problem into simpler, nested or recursive subproblems.
More specifically, it refers to the global solution of optimal trajectory problems
like ours in terms of the so-called value function. In the present, continuous time,
time-varying case the value function V is defined (in terms of the trajectory cost
(1.2)) by
V (x0 , t0 ) := min J(u, tf ; x0 , t0 ).

(1.12)

u,tf

Also called the (optimal) cost-to-go, this function is really only meaningful if the
problem satisfies Bellman’s Principle of Optimality [10], namely, if

J(u, tf ; x0 , t0 ) = V (x0 , t0 ) =⇒ J(u, tf ; x(t), t) = V (x(t), t),

∀t ∈ [t0 , tf ],

that is, if (x, u) being optimal implies that the restriction of (x, u) to any subinterval [t, tf ] is also optimal. If an optimal trajectory problem satisfies the Principle
of Optimality, a necessary and sufficient condition for the existence of the value
function (1.12) is that it is the solution of the time-varying (dynamic) Hamilton
Jacobi Bellman (HJB) equation
Vt (x, t) = − min H(x, u, Vx (x, t), t),
u∈Ω
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(1.13)

with the boundary condition
V (x, t) = h(x, t)
along the terminal hypersurface m(x, t) = 0. Moreover, the point-wise argument
u of the minimum in (1.12) defines an optimal feedback control law, whose simulation directly yields solutions of the optimal trajectory problem for as many
initial state-times (x0 , t0 ) as desired.
The problem of obtaining V and u on (a subset of) Rn × [tmin , tmax ] will be referred to as the optimal feedback control problem. Note that for HJB equations as
with more general Hamilton Jacobi (HJ) equations, “solution” technically means
viscosity solution [11, 12]. Roughly speaking, ∇V and V itself are generally discontinuous, and not well-defined along their discontinuities. Discontinuities in ∇V
or “cusps” in V include both shocks and rarefactions, terms borrowed from the
study of conservations laws. For our purposes, shocks are where equally optimal
trajectories collide and terminate in backward time—including but not limited
to locally maximal ridges in V —and rarefactions are where optimal trajectories
merge in forward time—including but not limited to locally minimal valleys in
V . The proper capturing of rarefactions is a requirement for all of the prior and
present methods described in this dissertation, but is not emphasized, since rarefactions don’t persist in time like shocks and since our numerical examples do
not include non-smooth h. More importantly, discontinuities in V itself (e.g due
to lack of local controllability as in the problem at hand) are not considered in
14

the more popular numerical methods for the HJB equation, which focus on fast
methods for the time-invariant case, as will be explained in in Sections 1.2.2 and
1.2.3.
The most relevant prior methods for the time-varying HJB equation are the
backward-in-time semi-Lagrangian methods of [13] and [14]. These methods are
quite relevant to Chapter 3. Roughly speaking, they transform the optimal control
problem into a point-wise optimization problem, which they solve iteratively, and
they capture shocks properly but not very precisely since they don’t use adaptive
grids. In [13] the basic semi-Lagrangian method is shown to be equivalent, at
least in 1D, to the Eulerian Godunov unwinding schemes often used in the Level
Set Methods to be described in Section 1.2.1.
Finally, the most recent and perhaps the most promising method for the timevarying HJB equation is the implicit Eulerian method of [15]. This method applies
the Fast Marching method to be described in Section 1.2.2 at each time slice, and
is shown to be superior to explicit Eulerian methods for certain cases. However,
as of now the results are limited to cases where the flow is zero and the vehicle
speed is spatially dependent.
For time-invariant problems, Vt = 0, H = H(x, u, Vx (x)), and (1.13) reduces
to a so-called static HJB equation, which is analogous to the discrete time Bellman
equation. Though the present setting is more rare, and dynamic programming is
more often associated with discrete time and discrete space settings, the approach
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is the same, and it is easy enough to see that the Principle of Optimality holds.
The Principle of Optimality does not typically hold, for instance, in the case of
receding horizon control. For proofs of the Principle of Optimality, the derivation
of the HJB equation, and the derivation of the Euler Lagrange equations from
the HJB equation, we recommend [7]. The approximation of a (time-invariant)
continuous space problem by a discrete space problem will be discussed in Section
1.2.2 in the context of the Fast Marching method.
Having completed the introduction to general nonlinear optimal control theory,
from now on we will restrict to affine systems (1.1), i.e. assume f(x, u, t) =
v(x, t) + u in (1.4).

1.2

Minimum Time Control and Front Tracking

A minimum time control problem is one where tf is left free to vary, L = 1,
and h = 0 in (1.2), and where u is somehow bounded. For our purposes, Ω = {u ∈
Rn , |u| ≤ s}, and s > 0 is the (maximum) “speed”. In turn H = (v + u) · p + 1
and is minimized by u = −sp/|p|, which yields H = v · p − s|p| + 1 and thus the
dynamic minimum time HJB equation
Vt (x, t) = −v(x, t) · Vx (x, t) + s|Vx (x, t)| − 1.
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(1.14)

If m and v are time-invariant, then so is V , i.e. Vt = 0, and (1.14) reduces to the
static minimum time HJB equation
s|Vx (x)| − v(x) · Vx (x) = 1.

(1.15)

Finally, if v = 0, then (1.15) reduces to the Eikonal equation

s|Vx (x)| = 1.

(1.16)

Now the cost-to-go V is simply the “time-to-go”, and the boundary condition is
that V = 0 along the terminal surface m = 0. A variety of prior methods exist for
numerically solving variants of these three equations. The better known methods
are Level Set Methods, Ordered Upwind Methods, and Fast Marching Methods,
respectively. These are all Eulerian or semi-Lagrangian finite difference methods
for implicit front tracking, as will be explained in the remainder of this section.
To our knowledge prior Lagrangian methods for minimum time control are
limited to the static case, i.e. (1.15) and (1.16). The best example is that of
[16], which we classify as an extremal field method in that it uses the Euler
Lagrange equations. However, we also classify this method as a front tracking
method because it explores the extremal surface more efficiently than [8] or [9],
by constantly trimming the level sets of J, projected from R4 into R2 , to directly
yield the level sets of V . This type of “trimming” is numerically challenging, and
is one of the key components of the method we present in Chapter 2, for the
time-varying case.
17

1.2.1

Level Set Methods

Inspired by numerical methods for conservation laws, Level Set Methods (LSMs)
were introduced by Osher and Sethian in 1988 for the application of curvaturedependent propagation of flame fronts [17], and have since been extended to a
variety of applications. The general problem is to simulate the time evolution
of some (n − 1)D surface or front in nD space. The basic strategy is to define
the front implicitly as the zero level set of a scalar level set function φ(x, t) on
an grid in nD space, instead of explicitly with a grid fitted to the surface. Often the term front capturing is used to distinguish implicit methods like LSMs
from explicit front tracking methods. Additionally, we tend to refer to implicit
methods as “Eulerian” and explicit methods as “Lagrangian”. Ideally φ is the
signed distance function—the distance to the front times +1 if “outside” front or
times -1 if “inside” the front—and much if not most of the computational effort
goes toward reinitialization—pausing every few time steps to numerically correct
Φ for the natural deformation that generally accumulates. The front is evolved
by evolving φ according to a level set equation such as
φt + V(x, t) · φx = 0,

(1.17)

where V (not to be confused with V or v) is the velocity of a particle on the front
(or in our case a controlled vehicle) LSMs rely on non-standard spatial discretization methods such as Godunov unwinding schemes and essentially non-oscillatory
(ENO) schemes. They offer the advantage of properly capturing changes in topol18

ogy (e.g. bubbles merging) as well as singularities such as shocks and rarefactions
more naturally than explicit methods. Basic LSMs are algorithmically simpler but
computationally (and memory-wise) more complex than explicit methods, since
they work in nD instead of (n − 1)D space. However, a variety of more efficient
versions have been developed, including quadtree and octree adaptive grid based
LSMs, introduced in [18] and [19], respectively, and discussed further in Section
1.4, as well as hybrid particle LSMs [20]. Two popular texts on Level Set Methods
are [21] and [22].
Level Set Methods (or perhaps more aptly the related Ordered Upwind Methods to be described in Section 1.2.3) could conceivably be used to solve the dynamic minimum time HJB equation (1.14) if not more general dynamic HJB
equations. The tracked front would be defined by increasing level sets of V (x, t)
and initialized at the terminal hypersurface. In [23], to be summarized in Chapter
2, we presented a backward-in-time extremal field method that essentially tracks
this same front using Lagrangian marker particles, for the case of minimum time.
But one can obtain minimum time trajectories more efficiently without solving
the HJB equation. In this case the front of interest is what we will call the
“reachability front”—the boundary of the subset of Rn that is reachable at time
t ≥ t0 from a particular point (x0 , t0 ), and V(x, t) = v(x, t) − sφx (x, t)/|φx (x, t)|
in (1.17), i.e. φt = −v · φx + s|φx |. Note that the role of φ here is much like that of
V in (1.14), but that the −1 does not appear. In addition, the reachability front
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evolves forward in time from x0 , and yields an open-loop trajectory, whereas the
solution of the HJB equation yields closed-loop trajectories; this contrast is one of
the topics of Chapter 2, the focus of which is a forward-in-time method published
in [24]. Recently, the exact same problem was solved via an LSM in [25]. The
Eulerian LSM approach is as useful for the reachability front as for other more
general fronts and in fact is closely related to the semi-Lagrangian HJB method of
Chapter 3. Moreover, the method of [25] is not very sophisticated. For example,
it makes no mention of a reinitialization procedure or the lack thereof. However,
LSMs for the reachability front are not pursued in this dissertation.
Another quite relevant application of standard Level Set Methods to control
is in the solution of a Hamilton Jacobi Isaacs equation for backward reachable
sets in [26]. The same author provides a popular Matlab toolbox for the associated Eulerian schemes—including total variation diminishing (TVD) Runge-Kutta
(RK) explicit time-stepping schemes, and essentially non-oscillatory (ENO) and
Godunov unwinding spatial discretization schemes.
The larger impact of LSMs on optimal control has been through the offshoot
of Fast Marching and Ordered Upwind Methods for the solution of static HJB
equations, e.g. for the case of time-invariant flows v(x, t) = v(x).
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1.2.2

Fast Marching

Fast Marching is a finite difference method for approximating the solution of
the Eikonal equation (1.16), with the added generality of a spatially-dependent
front propagation speed s = s(x) (assuming s(x) is positive and bounded away
from 0). It was presented by Sethian with the name “fast marching” in 1996,
as a simplified level set method for the special case of monotonically advancing
fronts, using an Eulerian discretization [27]. But the same basic algorithm was
also presented by Tsitsiklis in 1995, from a control theoretic perspective, using
a semi-Lagrangian discretization [28]. The front of interest propagates backward
in time from the target set (a discrete version of the terminal surface m = 0 of
(1.3)), and its snapshots give the level sets of the time-to-go V . Alternatively, the
front propagates forward in time from the initial point x0 , and V is the “time-toarrive”; in fact this forward approach is more common in the literature, but offers
no practical advantage over the backward approach, which offers the advantage
of feedback control. An all-purpose level set method would need to compute each
snapshot on a separate nD grid in terms of the level set function φ; the fast
marching method simply computes all snapshots on a single nD grid, in terms of
V itself.
The Fast Marching Method is closely related to Dijkstra’s method—a wellknown dynamic programming algorithm for the shortest path on a discrete graph
[29]. Both algorithms are referred to as a single pass algorithms, to distinguish
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them from iterative algorithms where V may be updated many times for each
node or grid point. Roughly speaking these single pass algorithms work by maintaining estimates of V at “neighbors” of “accepted” points and “accepting” the
“neighbors” in order of increasing V . In this sense they take advantage of the
inherent causality of the problem: V must be decreasing along optimal paths.
Assuming the estimates of V are kept sorted in an efficient data structure such
as a heap, both Fast Marching and Dijkstra’s algorithm are O(N log N ) in the
number of nodes or grid points N (versus O(N 2 ) if the sorting is done using a
simple array).
It’s not unreasonable to attempt to approximate solutions of the continuous
problem with solutions of the discrete problem. Whereas the HJB equation captures the continuous problem exactly and its solution is inherently approximate,
the discrete Bellman equation is an approximation of the continuous problem and
its solution is exact. The problem is that the discrete problem is a very bad
approximation of the continuous problem. In particular, the number of possible
directions of motion is limited by the connectivity of the discrete graph. This
principle is well-established, and explained very clearly for example in [30]. Fast
Marching does not constrain the direction of motion and thus generally yields
smooth trajectories, while still maintaining the efficiency of Dijkstra’s method.
The difference is in the estimation of V at a particular point from the values at
neighboring points i—in both cases a minimum of the form Vi + ∆Vi . Dijkstra’s
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algorithm uses the discrete minimum from among all the neighbors. Fast Marching simply considers the continuum of values obtained by linear interpolation
between neighboring pairs of neighbors. Fast Marching has also been extended to
higher-order Eulerian schemes [31] and triangular grids [32].
Although not reflected in (1.16), fast marching works for spatially dependent
speeds of the form s = s(x). Problems like these, e.g. minimum time control
of a vehicle in a zero flow field, are called isotropic. Ordered Upwind Methods
generalize Fast Marching to the case of anisotropic problems—where the speed of
propagation also depends on the front normal : the vector

1.2.3

Vx
.
|Vx |

Ordered Upwind Methods

Ordered Upwind Methods (OUMs) are a class of finite difference methods for
Hamilton Jacobi equations of the form


Vx
S x,
|Vx | = 1,
|Vx |

(1.18)

with the speed of propagation S positive and bounded away from zero. OUMs were
introduced in 2001 [33] and 2004 [30] by Sethian and Vladimirksy. They include
both semi-Lagrangian and Eulerian versions, thus generalizing the methods of [28]
and [27], respectively. The static minimum time HJB equation (1.15) corresponds
to the special case of (1.18) for which S = s − v ·

Vx
.
|Vx |

And the Eikonal equation

(1.16) (solvable by Fast Marching) corresponds to the special case of (1.15) for
which the flow v is zero and thus S = s.
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One of the main cases of interest in the application at hand is the case of
(1.15) where the flow is “strong” (i.e. ∃x s.t. |v(x)| >= s). In this case, OUMs
suffer from the limitation that S is not guaranteed to be bounded away from zero.
Furthermore, the closer S is to zero, the worse the anisotropy of the problem,
and the worse the performance of the algorithm. In particular, if 0 < Smin ≤
S(x, p) ≤ Smax < ∞ for all states x and unit vectors p, the anisotropy coefficient


Smax
,
and
the
computational
complexity
is
O
N
log
N
in the
is defined as SSmax
Smin
min
number of grid points N (whereas Fast Marching is O(N log N )).
Finally, semi-Lagrangian OUMs have been extended to the case of time-varying
minimum time problems in [34]. The added efficiency of this method over timemarching methods for solution of the time-varying HJB equation is thought to be
comparable to that of the minimum time algorithm of 2, but the method requires
(small-time) local controllability.

1.3

The Flow Map

The flow map X maps states x along the passive particle trajectories of the
flow field v forward or backward from one time t to another time T . In other
words, the flow map is defined by solutions of
d
X(x, t, T ) = v (X(x, t, T ), T ) .
dT
for which X(x, t, t) = x.

24

(1.19)

The flow map and its Jacobian are now widely used in the visualization of timevarying nonlinear dynamical systems, e.g. for the study of transport in geophysical
flows. Most often, the Jacobian is visualized in terms of Finite Time Lyapunov
Exponent (FTLE)—a measure of the average hyperbolicity or stretching along a
given particle trajectory; “ridges” in the FTLE field are often used to approximate
transport barriers known as Lagrangian Coherent Structures (LCS). The term
“flow map” was popularized in [35], in the context of LCS and FTLEs. More
recently, the flow map Jacobian has been visualized in terms of a quantity known
as Mesohyperbolicity [36], which captures hyperbolicity but also rotation.
The flow map and its Jacobian are relevant to control, especially when the
control is bounded and occurs over short time intervals, and thus the ability to
change one’s fate is limited. Attempts to exploit this connection seem to be limited
to the context of LCS and FTLEs, as in [37] and [38]. This is understandable,
since control objectives for small vehicles such as gliders often involve exploring
the structure of the flow itself and/or transitioning between the so-called almost
invariant sets often delineated by LCS. But it’s a bit disappointing, since the flow
map and its Jacobian can also be used more directly to estimate trajectory costs
and their sensitivity to instantaneous control inputs, regardless of where a target
state lies relative to the LCS and invariant sets. This is the topic of Chapter 4.
A variety of numerical methods have been developed for the efficient computation of the flow map X and its Jacobian Xx from a given flow field v, especially
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for the purpose of visualizing LCS via FTLE fields. Often a 2D time-varying flow
v is defined numerically on a 3D grid, for instance from the numerical solution
of the Navier Stokes equations, and thus must be interpolated; a popular tricubic
interpolation scheme was presented in [39]. Typically T − t is fixed (rather than
T ) and the Jacobian Xx is computed via finite differences. In the simplest case, X
is computed for a uniform 3D grid of points (x, t), and there is significant overlap
in the time intervals of trajectory integration. Besides higher-order ODE solvers,
there are two main ways of making this more efficient: adaptive 2D grids, to be
discussed in Section 1.4, and flow map composition methods like those of [40],
which uses spatial interpolation to avoid redundant time integration. Another
strategy which tends to go hand-in-hand with adaptive grids is to compute the
Jacobian X by time integration of n2 additional ODEs, in addition to the n ODEs
(1.19), instead of by finite differencing, as in [41]. This strategy has obvious advantages even for uniform grids but seems to be underutilized, apparently because the
numerical diffusion introduced by finite differencing is considered desirable when
attempting to resolve smooth but very narrow ridges in FTLE fields.

1.4

Adaptive Grids

Adaptive grids of various kinds play a large role in many of the numerical
methods described in this Chapter and in the remainder of this dissertation. The
general idea is to focus the computation of some scalar field in the area of greatest
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interest. For general global optimization, this would presumably be in the vicinity
of the candidate optima, and/or where large variations are observed. Of particular
interest is the ability to adaptively capture cusps in a given surface (discontinuities in the gradient, not necessarily extremal), as well as large gradients or even
discontinuities.
For example, the bisection algorithm of [8] is a 1D adaptive grid algorithm
for an extremal field. The hypothetical extremal field discussed in Section 1.1.2,
parameterized by costates p0 ∈ D ⊂ R2 , would ideally use some kind of 2D
adaptive grid.
As mentioned, the adaptive grids of choice for LSMs are quadtree [18] and
octree [19] grids. A quadtree (octree) grid begins as a uniform grid and is refined
where needed by dividing a grid cell into four (eight) quadrants. Cell objects
can then be stored in tree data structure where each node of the tree points
to either four (eight) “child” nodes or none; hence the name quadtree (octree).
Typically the grid is refined to some maximum level of resolution uniformly along
the tracked interface. In addition, a grid may be graded, that is, one may enforce
the requirement that neighboring grid cells differ in size by no more than a factor
of two; this is not the case in [19]. Adaptive grids significantly complicate the
discretizations and, notably, makes them less parallelizable, but effectively reduce
the dimensionality of the problem by approximately one.
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The primary goal of Ordered Upwind Methods for static HJB equations (including Fast Marching) is to properly capture shocks—cusps in the cost-to-go V .
Unfortunately, the adaptive placement of grid points based directly on V here is
not straightforward, due to the single-pass nature of the algorithms. One option
that has been explored, e.g. in [42] and [43], is to focus on large gradients of V
by placing more grid points where the speed or propagation S is small. Both of
these use adaptive triangular grids, applying the Fast Marching method of [44]
for unstructured triangular grids.
Adaptive grid methods for computing the smooth but highly sensitive flow map
(and FTLE field) such as those of [45], [46], and [41] are relevant for two reasons.
First, they may be directly useful for computing the less sensitive but non-smooth
cost-to-go function. Second, the flow map itself is useful for understanding optimal
trajectories and for generating good suboptimal trajectories. To summarize, [45]
partially inspired the adaptive grid refinement criterion to be used in Chapters 3
and 4, and indeed avoids unnecessary trajectory computations, but does nothing
to alleviate the memory costs; it merely subsamples the adaptively computed flow
map onto a very large uniform rectangular grid. [46] and [41] are of less interest,
since they require more complicated unstructured triangle grids. However, the
latter method is impressive in its own right, and demonstrates the suitability of
anisotropic adaptive grids (long skinny triangles) for FTLEs.
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In general structured triangle and higher dimensional tetrahedral grids offer
an attractive alternative to quadtree and octree grids. In particular, [47] presents
a general class of triangle and tetrahedral grids that extend to any dimension.
According to [47], one of the advantages of tetrahedral grids is that they contain
fewer vertices per volumetric grid element.

1.5

Other Relevant Literature

Work in the area of path planning specifically for AUVs and UAVs is somewhat limited, even for 2D, time-invariant flow fields, but includes some interesting
results that provide insight into more general cases. For instance, [48] uses geometric arguments to extend Dubins’s results for minimum time paths of a car with
a bounded turning radius to the case of a UAV in time-invariant, spatially-uniform
wind. [49] characterizes the various locally optimal minimum time trajectories of
gliders—for time-invariant flow fields that model the nonlinear eddies and shear
typical in the ocean—obtained by integrating “ray equation[s]” related to nonlinear light and sound propagation. These ray equations are essentially the same as
the Euler Lagrange equations.
Work in the area of path planning for AUVs in realistically complex flow
fields is mostly limited to more heuristic methods. For example, [50] and [51]
optimize trajectories in model output for a 2D, time-varying, coastal flow and in
an analytic but 3D and time-varying estuarine flow, respectively. One class of
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iterative sampling-based methods that somewhat mirrors the idea of our forwardin-time approach is that of RRTs (rapidly exploring random trees), which are used
in [52] to compute energy efficient paths in models of (2D, time-invariant) ocean
flow fields.
A couple of exceptions are [53], which considers spatially complex, timeinvariant flow fields, and [54], which considers spatially-complex, time-varying
flow fields, as well as variable departure times. These use dynamic programming
algorithms—the A* algorithm [55], and a generalization of Dijkstra’s method
called symbolic wavefront expansion, respectively—to obtain globally optimal
paths on discrete graphs. In both of these the connectivity of the (interior) graph
nodes is eight. While the problems are of interest, the constraint of the vehicle
to discrete graphs in such complex flows is a severe limitation of the solution
approaches. This was discussed in Section 1.2.2.
Work in the area of general robot path planning is more extensive, and largely
benefits from the development of Ordered Upwind Methods. In addition to the
foundational work on Fast Marching and OUMs, discussed in Sections 1.2.2 and
1.2.3 respectively, an heuristically-guided OUM called the FM* algorithm (inspired by A*), was presented in [56] specifically for the application of AUVs. [57]
applies an OUM to solve a static HJB equation for the time-to-go function and
globally optimal feedback trajectories of UAVs (unmanned aerial vehicles) in a
2D, time-invariant, but realistic model of a tornadic storm. Notably, the wind
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speeds in fact exceed the speed of the UAVs, making the time-to-go function discontinuous, despite the fact that this is not allowed in any of the theory published
by the inventors of OUMs. A rigorous investigation of how this effects the accuracy, and how OUMs might be formally extended to the discontinuous case, is of
interest, and some introductory work in this direction is undertaken in [14].
The case of UAVs in realistically complex, strong, but time-invariant winds, in
addition to obstacles, is also considered in [58], which carefully analyzes the effect
of the strong winds on controllability. However the focus is ultimately on reducing
the problem to a graph search by approximating the wind speed as constant on
polygonal patches.
Finally, the work of [59], from the image processing literature, is highly relevant
but does not fit well into any of the categories discussed thus far. Essentially, it
uses Lagrangian marker particles to solve the Eikonal equation (1.16) for the
distance from the boundary of an image, revealing the “skeleton” of the image
defined by the shocks (cusps in the distance function) that result. The algorithm
includes remeshing of particles along the tracked boundary/front, and allows for
removal/trimming of particles at the shocks. More importantly, the algorithm
determines the direction of motion of the particles stably via ENO discretizations
of the gradient of the distance function on an auxiliary 2D Eulerian grid. This
type of Lagrangian/Eulerian hybrid approach is of great interest, and is relevant
for Chapter 5, but is reserved for future work.
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1.6

Overview of Dissertation

Chapter 2 presents the minimum time results published in [24]. The algorithm
of choice is an explicit (Lagrangian) front tracking method like that of [16]. Like in
[16], the algorithm tracks the “reachability front” forward in time from a specified
initial state-time (x0 , t0 ), with the help of a “trimming” procedure for locally
optimal trajectories. The resulting surface is the 2D boundary of the reachable
subset of the 3D time-varying state space. Unlike in [16], it also includes a simple
but important “remeshing” procedure. Most importantly, the flow is time-varying;
the algorithm obtains globally optimal minimum time trajectories without solving
the time-varying HJB equation or otherwise computing a 3D grid. We prove this
rigorously and also demonstrate it empirically, by validating the results against
those of the backward-in-time extremal field method of [23]. The main theme
is the ability of unstructured Lagrangian meshes to capture singularities without
numerical diffusion, via direct minimization of the multi-valued solution surface,
and without the requirement of local controllability. This is in contrast for instance
to the Eulerian and semi-Lagrangian OUMs, as discussed in Section 1.2.3 and
even in [34], the final paragraph of which cites the case of locally non-controllable
dynamics as one of key interest in future work.
Chapter 3 presents 1D and 2D results for the fixed final time “minimum energy” problem defined by L = W u · u in (1.2), where the W > 0 is a weighting
parameter. Some of the 1D results are described briefly in [60]. The 2D results
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are unpublished. The HJB equation is solved directly in a semi-Lagrangian backward time-stepping approach similar to that of [13]; the boundary condition is
simply V (x, tf ) = h(x, tf ). Like in [13], our method effectively transforms the
optimal control problem into a point-wise optimization problem. Unlike in [13],
our method does not include higher than first-order discretizations for Vx and Vt .
The purpose of this is to avoid iterative optimization methods solve the resulting
(nonlinear constrained quadratic) point-wise optimization problem exactly. In addition, the main feature of our algorithm is the ability to resolve the shocks (cusps
in V ) very precisely using a structured adaptive triangular grid and a very simple
refinement criterion. The grid is equivalent to that of [47], which extends to 3D
and higher dimensions. Our method is used to demonstrate the basic features
of minimum energy control in the context of analytically defined flows. However
the computational complexity of the exact point-wise optimization proves fairly
limiting, and motivates alternate approaches, semi-Lagrangian, Eulerian, and Lagrangian.
Chapter 4 presents a more in depth study of how the minimum energy control of Chapter 3 relates to the structure of the flow itself and how it might be
approximated by greedy, local control laws. It includes 1D numerical results published in [60] and unpublished 2D numerical results. First, we propose a natural
coordinate transformation for the optimal control problem based on the fixed final time flow map X defined in Section 1.3. In the transformed coordinates the
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flow is zero, but the control input is multiplied by the Jacobian of the flow map
Xx —a time-varying matrix. We then discuss the “pulled back end cost” function H(x, t) := h(X(x, t, tf )), its approximation of V for the case of W = 0 (not
considered elsewhere in this dissertation), and the resulting class of greedy, local,
Hx
suboptimal control laws. These laws are of the form u(x, t) = −s̃ |H
and referred
x|

to as “local Lagrangian control” (LLC) laws. We propose three LLC laws and focus on one in particular, comparing it to the optimal control computed in Chapter
3. Although our examples are only preliminary, we claim that the pulled-back end
cost offers a much more practical alternative than the proposed use of finite time
Lyapunov exponents of [37] and [38].
Chapter 5 presents a very brief 1D proof of concept for one additional algorithm: a Lagrangian alternative to the backward-in-time semi-Lagrangian algorithm of Chapter 3 for the minimum energy HJB equation. Like in the semiLagrangian algorithm, the core of the Lagrangian algorithm is the computation
of a given time slice V (·, t) from the slice V (·, t + ∆t), on an adaptive grid. The
Lagrangian approach is to do this via a backward-in-time extremal field method—
the method of characteristics described in Section 1.1.2. In order initialize the
extremal field, we use a cubic/quadratic interpolation scheme that preserves the
equivalence of Vx and the costate p, subsampling the adaptive grid of V (x, t + ∆t)
extensively along the shocks. In order to simultaneously “remesh” and “trim” the
unstructured extremal field (along which V is generally multi-valued) back onto
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the structured grid of V (x, t), we again use cubic/quadratic interpolation (and
direct minimization). In theory the Lagrangian approach is more efficient than
the semi-Lagrangian approach in that it takes advantage of the a priori knowledge
of Vx = p and thus u at time t + ∆t, but we have not been able to demonstrate
this in practice. The challenge appears to lie in efficiently identifying the unstructured grid elements of the extremal field containing a given vertex of the
structured grid at time t. It was also assumed that the Lagrangian approach has
a fundamental advantage over Eulerian schemes such as Godunov methods due
to Courant-Friedrichs-Lewy-like time step restrictions, but this remains unclear.
Chapter 6 briefly summarizes our conclusions and presents recommendations
for future work.
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Chapter 2
Minimum Time Trajectories: a
Forward-in-Time Lagrangian
Approach

2.1

Overview

This chapter presents the minimum time results published in [24]. The minimum time problem is equivalent to the one defined in Section 1.2, but with a
couple of minor differences. First, the target is a fixed state xf ; in other words,
the terminal hypersurface in (1.3) assumes the form of the line m(x, t) = |x − xf |.
And second, the control u is defined in terms of the heading angle Θ (since |u| = s
is known), and the vectors x and v are expressed using scalars. Example solutions focus on different combinations of spatial complexity, time-dependence, and
strong currents, and include a numerically-defined flow field from a high resolution
model of the Adriatic Sea.
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The algorithm of choice is an explicit (Lagrangian) front tracking method like
that of [16] and thus also related to the extremal field approach of Section 1.1.2.
Like in [16], the algorithm tracks the “reachability front” forward in time from a
specified initial state-time (x0 , t0 ), with the help of a “trimming” procedure for
locally optimal trajectories. Unlike in [16], it also includes a simple but important “remeshing” procedure, in which marker particle are frequently redistributed
along the tracked front. Most importantly, the algorithm obtains globally optimal
minimum time trajectories without solving the time-varying HJB equation or otherwise computing a 3D grid. We confirm the global optimality of the trajectories
in three ways. We demonstrate it intuitively, by interpreting the computed 2D
“extremal surface” as the boundary of the reachable subset of the 3D time-varying
state space. We prove it rigorously, through the definition of a “relaxed” minimum
time necessary condition. And we show it empirically by validating the resulting open-loop minimum time trajectories against the closed-loop minimum time
trajectories of [23], obtained by actually solving the time-varying HJB equation
(1.14) in a backward-in-time extremal field approach.
As mentioned previously, the advantage of the backward approach is the optimal feedback control law—essentially the negative gradient of the solution of the
HJB equation. The disadvantage is the computational complexity. First of all, as
shown in Figure 2.1, the backward-in-time, “controllability” approach of [23] is
computationally equivalent to repeating the present forward-in-time “reachabil-
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ity” approach for an entire family of arrival times tf . Alternatively, the “controllability front” (not shown) is a 2D object, initialized at the line x = xf , whereas
the “reachability front” is a 1D object initialized at the point (x, t) = (x0 , t0 ).
In addition to increased dimensionality, [23] does “remesh” the 2D controllability
front (along 1D slices), but it does not attempt to “trim” away local optima; this
further limits its efficiency. In short, for underwater gliders, which are incapable
of communicating with the central controller more than once or twice an hour, it
makes more sense to just recompute the solution using the more efficient algorithm
(and updated flow field data) than to try to use continuous feedback control.
The main weakness of present forward-in-time algorithm is the trimming procedure for local optima. This procedure makes the algorithm significantly more
efficient but also significantly more complicated, at least in the current implementation. This is the main disadvantage of Lagrangian methods like ours versus
Eulerian methods such as Level Set Methods (LSMs) and Ordered Upwind Methods (OUMs), as discussed in Sections 1.2.1 and 1.2.3 respectively.
Though efficiency is necessary if the present time-varying method is to be
competitive with other methods, the main theme of this chapter is the same as
that of [23]: the unique ability of unstructured Lagrangian meshes to capture
singularities with no numerical diffusion, via direct minimization of the multivalued surface. In [23] the surface of interest is actually a time-slice of the solution
of the dynamic HJB equation. Presently, it is simply the 2D boundary of the
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reachable set in the 3D time-varying state space. In both cases, discontinuities—
due to currents stronger than the vehicle—are just as easy to capture as the
cusps known as shocks—due to locally optimal trajectories. This is in contrast
for instance to the Eulerian and semi-Lagrangian OUMs.
The remainder of this chapter proceeds as follows. Section 2.2 states the minimum time problem. Section 2.3 describes the forward-in-time Lagrangian solution
algorithm. Section 2.4 presents example solutions, including for a numericallydefined flow field from a high resolution model of the Adriatic Sea. Finally, Section
2.5 concludes the chapter.

2.2

Minimum Time Problem

Consider the following simple model for a vehicle moving in the 2D, timevarying vector flow field (u, v) : R2 × R → R2 :
ẋ(t) = u(x(t), y(t), t) + s cos(Θ(t));
(2.1)
ẏ(t) = v(x(t), y(t), t) + s sin(Θ(t)),
where the state (x, y) = (x(t), y(t)) ∈ R2 is the position of the vehicle at time
t ∈ R, the control input Θ = Θ(t) ∈ S1 is its “heading”—the angle of its motion
relative to the water, and the fixed parameter s is the vehicle speed. Note that the
vehicle speed s could alternatively be thought of as a second control input s(t) ∈
[0, smax ], where smax is the maximum speed. Minimum time control, however,
would yield s(t) = smax for all time.
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While simple, the model realistically captures the essential features of the given
application. It does not include velocities as state variables because the spatiotemporal scales of interest are kilometers and hours. It assumes the vehicle speed
s is fixed because underpowered vehicles such as gliders typically do operate at
fixed speeds. It does not include z as a state variable, and the solution examples
that we will present are all for 2D flow fields; however, if the vertical speed of the
ambient flow is negligible compared that of the vehicle and the vehicle’s depth is a
pre-determined function of time z(t), as with gliders, then one can readily extend
both the model and solution techniques by considering
u(x, y, t) := û(x, y, z(t), t);
(2.2)
v(x, y, t) := v̂(x, y, z(t), t),
which directly accounts for the effects of vertical shear on a given horizontal 3D
flow field (û, v̂). This idea will be addressed again in Section 2.5.
The problem of interest is to steer the vehicle from a given initial position
(x0 , y0 ) at time t0 to a fixed target position (xf , yf ) in minimum time, if it is
reachable within some maximum allowed time T max . In other words, find a control
input signal Θ : [t0 , tf ] → S1 and the resulting state trajectory (x, y) : [t0 , tf ] → R2
of the system (2.1) that minimizes the cost functional
Z

tf

1dt,

(2.3)

t0

or the final time tf ∈ [t0 , t0 + T max ], while satisfying the initial condition
(x(t0 ), y(t0 )) = (x0 , y0 ) and the end condition (x(tf ), y(tf )) = (xf , yf ). This is
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the classical “Zermelo’s navigation problem”. Note that the target is not really a
point in the plane but rather a line in space-time, which will generally be referred
to as the “target set”. Moreover, as should become evident, the core of the present
method could also be used with more general, time-varying target sets; however,
this will not be discussed further, since it does contribute much conceptually and
technically requires some derivation.
Although low-dimensional and conceptually simple, this problem captures the
key difficulties of more general nonlinear optimal control problems. Most of these
stem from the fact that the input vector is bounded. This makes the problem
nonlinear, even if the flow field or the system being controlled is linear. In general, the only hope for a solution is a numerical one. Locally optimal trajectories
abound, especially if the flow field itself is nonlinear and spatially complex. Currents exceeding the input bound mean loss of local controllability. Sometimes
this makes it impossible to arrive at the target, much less follow a specific path.
The time-variability of the flow field effectively increases the dimensionality of the
state space from 2 to 3. The present method for minimum time trajectories is
designed to treat such situations efficiently.

2.3

Algorithm

The present method may be thought of as an extremal field algorithm with
remeshing, or as a marker particle method for front tracking. As mentioned, the

41

front of interest will be referred to as the reachability front, ∂Ωxy (tf ). It is the
boundary of the reachable set Ωxy (tf )—the set of all positions that can be reached
or passed through at a given time tf ∈ [t0 , t0 + T max ] by a vehicle released from
the fixed position (x0 , y0 ) at the fixed time t0 . In other words
Ωxy (tf ) := {(xf , yf ) ∈ R2

| ∃Θ : [t0 , tf ] → S 1

| (x(tf ), y(tf )) = (xf , yf )},

where (x, y) : [t0 , tf ] → R2 is defined here as the solution of (2.1) with
(x(t0 ), y(t0 )) = (x0 , y0 ). Similarly, one has the set of reachable position-times
Ωxyt := {(xf , yf , tf ) ∈ R2 × [t0 , t0 + T max ] | (xf , yf ) ∈ Ωxy (tf )}
and its boundary ∂Ωxyt (less the interior of Ωxy (t0 + T max )), which we will call the
reachability surface.
We state without proof the rather obvious fact that a minimum time trajectory
must terminate at (one of the) temporally first point(s) of intersection between
Ωxyt and the target set. Moreover, such a point must lie in ∂Ωxyt . So ∂Ωxyt is both
the union of various snapshots in time of the reachability front ∂Ωxy (tf ), embedded
in (x, y, t) space, and the union of (the graphs of) minimum time trajectories. A
schematic of ∂Ωxyt , its intersection with a linear target set, and the resulting
minimum time trajectory was shown in Figure 2.1(a). The challenge is to track
and record the reachability front in such a way that it yields a good numerical
representation of the reachability surface and allows extraction of minimum time
trajectories.
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This will be done using marker particles. Particles evolve according to (2.1)
with Θ chosen to make the trajectories optimal. The required Θ, as it turns
out, is simply the angle of the front’s normal direction. A naive particle method
approximates Θ by finite differences between neighboring particles. This finite
difference strategy breaks down in the presence of shocks—cusps on the inside of
the reachability surface where minimum time trajectories collide and thus terminate. These appear as cusps in the reachability front, making the normal direction
undefined and the finite difference approximation of Θ unstable. This instability is described thoroughly in [16], and in general the problem of shocks is well
understood, especially in the context of the Level Set Methods and OUMs.
The key to a viable marker particle method is to track Θ along with x and y
using the appropriate ODE. The resulting system of equations is
ẋ = u(x, y, t) + s cos Θ;
(2.4)

ẏ = v(x, y, t) + s sin Θ;
Θ̇ = −uy cos2 Θ + (ux − vy ) sin Θ cos Θ + vx sin2 Θ,

where, for readability, the dependencies of x, y, and Θ on time t are hidden, and
ux =

∂u
(x, y, t),
∂x

etc. are the partial derivatives of the flow field (u, v). The Θ̇

equation is derived in the Appendix 7.1, using Pontryagin’s minimum principle
from the calculus of variations. It constitutes a reduced-order version of the more
familiar 2D co-state equation, and thus (2.4) are the well-known Euler Lagrange
equations, for the special case of minimum time. Very similar Θ̇ equations are
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derived in [7], in the context of minimum time control of a boat, and in [61], in
the context of simulating the propagation of a flame.
Thus instead of tracking the (x, y) reachability front to compute the reachability surface we will track a curve in (x, y, Θ) space, which we will call the extremal
front, to compute the aforementioned extremal surface. Whereas the reachability
surface can be thought of as a set in the 3D (x, y, t) space, the extremal surface can
be thought of as a set in the 5D (θ, t, x, y, Θ) space—the graph of a function from
the 2D space of initial angles θ = Θ(t0 ) and final times t ∈ [t0 , t0 + T max ] to the
3D (x, y, Θ) space; individual trajectories of (2.4)—extremal trajectories—give θ
slices of this function, and snapshots of the extremal front give time (t) slices. Alternatively, “extremal surface” may be used more loosely to refer to the projection
of the hard-to-visualize 5D graph into one of the lower-dimensional subspaces, or
to refer to the function itself, depending on the context. In particular, the (x, y, t)
projection of the extremal surface is (a superset of) the desired reachability surface
∂Ωxyt . Having computed it on a triangular mesh, one can directly compute its
intersection with the target set and extract the desired minimum time trajectory
and open-loop control input Θ.
The difference between (this projection of) the extremal surface and the reachability surface is that the former also contains locally optimal trajectories, or,
equivalently, that it contains curves of self-intersection points—exactly where the
latter has shocks; this will be shown most clearly in Figure 2.5. Although in-
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teresting, the space of locally optimal trajectories is much larger than that of
the desired globally optimal trajectories and, as will be shown numerically, grows
roughly exponentially instead of linearly with respect to T max . To improve the efficiency for larger T max , our method includes an optional procedure for, every few
time steps, trimming the extremal front and thus computing a small subset of the
full extremal surface that still contains the reachability surface. Let “extremal
front” and “extremal surface” also refer to the trimmed versions. Immediately
after trimming, (the (x, y) projection of) the extremal front is equivalent to the
reachability front.
For conceptual purposes, it is useful to define the (minimum) arrival time
function
T (xf , yf ) := min{tf ∈ [t0 , t0 + T max ] | (xf , yf , tf ) ∈ ∂Ωxyt },
in other words as a minimization in time of the generally multi-valued reachability
surface. For time-invariant flows, the arrival time T is the solution of the static
HJB equation




 u(x, y) 

 · ∇T (x, y) + s|∇T (x, y)| = 1


v(x, y)
with the boundary condition T (x0 , y0 ) = 0. In this case the minimum time trajectory could be extracted via gradient descent from the arrival time function
alone, without the need for the multi-valued reachability surface. This fact will
be mentioned in some of the example solutions. But it is is really not useful, and
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does not play a role in the present algorithm. This is in contrast to the optimal
feedback control framework of the analogous static HJB equation (1.15) or the
dynamic HJB equation (1.14) for the optimal time-to-go function, used in [23].
In summary, the present algorithm consists of two main parts—computing
the triangular extremal surface, and extracting the minimum time trajectory for
a specific target. These are described via pseudocode in Algorithm 1 and 2,
respectively. For simplicity, Algorithm 1 does not include the trimming procedure,
and Algorithm 2, as noted therein, lacks some of the optimizations included in the
actual implementation, which have to do with minimizing the number of triangles
of the extremal surface through which one loops. The comments provided in
the pseudocodes, along with the description up to this point, are intended to be
complete enough and clear enough to convey the overall flow of the algorithm.
Thus we proceed to describe each of the procedures called in the pseudocodes,
and then the trimming procedure and the modifications required for it. Note that
the “IntegrateEulerLagrange”, “Remesh”, and “TrimExtremalFront” procedures
are also conveyed schematically in Figure 2.2.

Procedure IntegrateEulerLagrange
This procedure is the core of the algorithm. It simply solves the minimum time
Euler Lagrange ODEs (2.4) numerically over a given time interval for a vector of
particles in the (x, y, Θ) state-costate space. Its role within the overall algorithm
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is conveyed schematically in Figure 2.2(b). In Algorithm 1, it is used to evolve the
entire extremal front over relatively short time intervals, to allow frequent enough
remeshing. For example, in Section 2.4.5, the time interval used is 1 hour, and
the overall time interval of the extremal surface is T max = 54 hours. We used the
Matlab function “ode45”—a 4th order adaptive time step Runge-Kutta solver;
however, such a high-order solver was probably unnecessary, given the frequency
and simplicity of the current remeshing procedure.
For simpler flow fields and for the purpose of learning, the pure extremal
field approach is nice. It doesn’t include remeshing or trimming, so the ODEs
can be integrated from t0 to t0 + T max all at once. In that case whole extremal
trajectories can be adaptively “inserted” into the computed extremal surface, the
overall algorithm is simpler, and any error can be traced to the ODE solver. But in
our experience this approach is not generally sufficient to accurately and efficiently
resolve every part of the extremal surface. This is due to the sensitive nature of
the extremal trajectories, which will be demonstrated thoroughly in Section 2.4.

Procedure Remesh
The purpose of this procedure is to control the distance between neighboring
marker particles along the extremal front. It is necessary because, in a spatially
complex flow field, the front can stretch dramatically over time. If trimming is
used, the remeshing is applied one front segment at a time; this is conveyed in
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Figure 2.2(c), though the trimming is not accounted for in the Algorithm 1 pseudocode. It is natural to use a distance metric defined in (x, y, Θ) space as opposed
to (x, y) space. Then areas of high curvature in (x, y) space are automatically resolved by the higher density of particles placed there. In fact, the distance metric
we use also depends on the time t. For particles 1 and 2 (or any two neighboring
particles) at time t this distance is given by
s
d(x1 , y1 , Θ1 , x2 , y2 , Θ2 , t) :=

(x1 − x2 )2 + (y1 − y2 )2 + W (Θ1 − Θ2 )2

st
,
(st)2 + 1

where W is a weighting parameter that may be tuned to the spatial scale of the
problem. All examples in this paper will use W = 1. The scaling factor

st
(st)2 +1

is not absolutely necessary, but was found very helpful in keeping the number of
marker particles reasonable. It is depicted in Figure 2.3. The exact shape is not
important, just the end behavior. The idea is to keep the (Θ1 − Θ2 ) term from
playing too much of a role in the initial stages, near where (x1 −x2 ) = (y1 −y2 ) = 0,
and in the final stages, where resolving the rapidly growing, high-curvature areas
of the front is not as important. Note that in the absence of flow st is exactly
proportional to the length of the reachability front.
Two opposing remeshing schemes are proposed. The so-called “redistribution”
scheme completely redistributes the particles along the curve, uniformly, with
enough new particles added to maintain the same density as before. The so-called
“insertion” scheme inserts particles only where needed, by bisection, in order to
maintain an upper bound on the distances between them. The advantage of
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the redistribution scheme is that it can require less overall particles, especially
if there is any negative stretching in the front. One advantage of the insertion
scheme is that it allows one to explicitly capture the actual extremal trajectories
along which the marker particles evolve. Another advantage is that it performs
far less interpolation, thus requiring less computational overhead and probably
introducing less error.
Interpolation is performed with respect to the curve parameter given by the cumulative sums of distances along the curve. Either of the two remeshing schemes
may be paired with linear, cubic, or any other interpolation scheme. That said, all
of the present results used the cubic option. One option that has been explored
but not rigorously tested is a special cubic interpolation scheme that preserves
the consistency between the angle Θ and the actual normal direction of the interpolating curve in (x, y) space. Note that in addition to x, y, and Θ, the value
θ of the initial heading associated with a given particle must also be stored and
interpolated during the remesh step; this is needed for the purpose of extracting
trajectories from the extremal surface.

Procedure GetConstrainedDelaunayTriangulation
This procedure computes a Delaunay triangulation of the given array of points
(θ, t), constraining the triangles to the rectangular strips between which the points
are assumed to lie. In Algorithm 1 the points lie along the the N t + 1 time slices
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for which the extremal front is recorded. The desired extremal surface function
(x, y, Θ)(θ, t) is defined via quadratic interpolation from the resulting triangular
mesh. This will be shown for the numerical examples of Sections 2.4.3, 2.4.4, and
2.4.5 in Figures 2.7(a), 2.10(a), and 2.14(a), respectively. A more sophisticated
approach might be to place the triangle edges between successive time slices by
somehow minimizing the distance metric described in Section 2.3 along them.
But Delaunay triangulation has proved sufficient so far and implementations are
readily available.

Procedure GetBarycentricCoordinates
This procedure simply computes the solution b = (b1 , b2 , b3 ) of a linear system
of the form (b · (θ1 , θ2 , θ3 ), b · (t1 , t2 , t3 ), b · (1, 1, 1)) = (θ, t, 1)—i.e. the barycentric
coordinates of the point (θ, t) with respect to the vertices of the given triangle.
As should be evident from Algorithm 2, the barycentric coordinates are all in the
interval [0, 1] if and only if the point (θ, t) lies in or on the triangle, and in that
case provide the interpolant needed to evaluate a function defined on the mesh
containing that triangle.
Note that whereas the triangles of the extremal surface are well-defined in the
(θ, t) plane, as suggested here, that is not the case in the (x, y) plane, since, recall,
the reachability surface Ωxyt is generally multi-valued in t. The triangle may lie
on line, and in that case the output b is undefined. For simplicity algorithm 2
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assumes b is defined. In the actual implementation all cases are considered and
the proper (minimum) value t(x, y) is obtained.

Procedure TrimExtremalFront
This procedure trims away the suboptimal segments of a given extremal front
based on its projection into (x, y) space, as depicted schematically in Figure 2.2(d).
To be clear, a point on the extremal front is defined as suboptimal if and only
if it lies in the interior of the reachable set Ωxy (tf ). And trimming is something
done to extremal fronts, not to extremal surfaces. Hence the rules for trimming
do not depend on whether the associated extremal surface is multi-valued. That
said, it just so happens that the self-intersecting extremal fronts that get trimmed
correspond to extremal surfaces that are multi-valued due to shocks, not the
strength of the flow. And, finally, the more general reason for not trying to make
the extremal surface single-valued or to otherwise trimming it, is that a general,
time-varying target set like that alluded to in Section 2.2 could intersect it at any
point.
The trimming procedure is optional and is omitted from the pseudocode of Algorithm 1 because it significantly complicates the overall algorithm without adding
much conceptually. Instead of a single curve—an array of vectors, the extremal
front object must be defined as a constantly growing sequence of smaller curves—
an array of an array of vectors. If this abstraction is made, then the additional
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pseudocode might include something like “ θef , xef , yef , Θef



= TrimExtremal-


Front θef , xef , yef , Θef ”, enclosed in an “if” statement, and placed just before
the call to “IntegrateEulerLagrange”. The only algorithm parameter required is
the number of times to trim N trims , which is assumed to go evenly into the total
number of time steps N t − 1.
The benefit of trimming is that it can make the growth over time of the extremal front effectively linear instead of exponential. This will be shown for the
numerical examples of Sections 2.4.4 and 2.4.5 in Figures 2.15 and 2.16, respectively. One benefit of not trimming, besides the algorithmic simplicity, is the
ability to observe the local optimal trajectories.
The procedure is summarized as follows:
1. Compute the intersection points (x, y), both between and within the individual curves composing the (already trimmed) extremal front.
2. Insert one copy of each such point into each of the two line segments involved in the intersection, interpolating the two distinct values of Θ (and θ)
separately.
3. Define the front, with new points added, as a directed graph, with unidirectional edges between the neighboring points within individual curves
(including from the last point of the last curve to the first point of the first
curve, if the values of θ there are still 2π and 0 respectively) and bidirectional
edges between the newly added pairs of intersection points.
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4. Find all cycles of the the directed graph. Compute the area encompassed
by each of these “candidate” fronts using (a simple discretization of) the
formula A =

1
2

R

(y dx
− x dy
)dl, where l is any path parameter along it.
dl
dl

5. Assume the candidate front encompassing the largest area to be the desired
reachability front. Declare all curves and curve segments not lying on it as
suboptimal and remove them.
Note that the current procedure does not check the orientation of the candidate
fronts in the final step above. This means that it cannot detect a candidate
front that forms a “hole” in the reachable set, and will improperly remove such a
hole. For flow fields much stronger than those considered in Section 2.4, this is a
possibility.
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Input: (x0 , y0 , t0 ),
// Initial position-time.
max
T ,
// Maximum allowed arrival time.
N t,
// # of times t at which to remesh and record.
# of marker particles and thus headings θ.
N0θ .
//θ Initial
θ
Output: N1 , ..., NN t , // # of marker particles at each time t.
N tri ,
// # of triangles.
es es
es
es
es
θ ,t ,x ,y ,Θ ,
// Extremal surface vertices (vectors).
1
2
3
v ,v ,v .
// Triangles’ vertex indices (vectors).
Data: t, tprev ,
// Instantaneous time and previous time.
θef , xef , yef , Θef .
// Instantaneous extremal front values
(vectors).
/* Initialize extremal front with given initial # of particles,
*/
/* and headings from 0 to 2π:
*/
θ
for i = 0 to N0 do  

ef
ef
θief , xef
= 2π Niθ , x0 , y0 , 2π Niθ ;
i , yi , Θi
0

0

/* Initialize extremal surface with initial extremal front:
(θes , tes , xes , yes , Θes ) = θef , [t0 ; ...; t0 ] , xef , yef , Θef ;
/* Track extremal front from t0 to t0 + T max ,
remeshing/recording:
t = t0 ;
while t < t0 + T max do
tprev = t;
max
t = t + TN t ;
t
0
i = Tt−t
max N ;


ef
ef
ef prev
xef , yef , Θef = IntegrateEulerLagrange
x
,
y
,
Θ
,
t
,
t
;


ef
ef
ef
ef
ef
ef
ef
θ
θ ef
= Remesh Ni−1 , θ , x , y , Θ , t ;
Ni , θ , x , y , Θ
/* Record by appending vectors:
(θes , tes , xes , yes , Θes ) =
 
 

θes ; θef , [tes ; t; ...; t] , xes ; xef , yes ; yef , Θes ; Θef ;
/* Define extremal surface w/ triangles in (θ, t) plane,
/* constrained to time slices:
(v1 , v2 , v3 ) = GetConstrainedDelaunayTriangulation (θes , tes );
Algorithm 1: Compute triangular extremal surface.
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*/

*/

*/

*/
*/

Input: (xf , yf ), ∆t∗ ,
// Target position, trajectory step size.
tri
vert
N ,N ,
// # of extremal surface triangles, vertices.
θes , tes , xes , yes , Θes ,
// Vertices (vectors).
1
2
3
v ,v ,v .
// Triangle vertex indices (vectors).
∗
∗
Output: θ , N ,
// Initial heading angle, # of time steps.
t∗ , x∗ , y∗ , Θ∗ .
// Trajectory (vectors).
/* Loop through triangles to find min t (and θ) for which
(x, y) =
*/
/* (xf , yf ) (omitting sorting of triangles by t value):
*/
min
t
= ∞;
for i = 0 to N tri − 1 do
(p, q, r) = (vi1 , vi2 , vi3 );



es
es
, ypes , yqes , yres , xf , yf ;
b = GetBarycentricCoordinates xes
p , xq , xr
if b1 ∈ [0, 1] & b2 ∈ [0, 1] & b3 ∈ [0, 1] then
// if (xf , yf ) ∈
triangle:

es es
t = b · tes
// Get arrival time.
p , tq , tr ;
min
if t < t
then
// if needed update min t (and θ):
min
t
= t;

θ∗ = b · θpes , θqes , θres ;
/* Loop through triangles to interpolate (x, y, Θ)(θ, t) along
/* trajectory (again, omitting sorting of triangles by t
value):
if tmin < ∞ then


N ∗ = floor
∗

∗

tmin
∆t∗
∗

*/
*/

+ 1;

t = [0; ∆t ; 2∆t ; ...; (N ∗ − 1) ∆t∗ ; tmin ];
for i = 0 to N ∗ do
j = −1;
repeat
// loop until (θ∗ , t∗i ) ∈ triangle:
j = j + 1;
(p, q, r) = (vj1 , vj2 , vj3 );
b=

 ∗ ∗
es es
GetBarycentricCoordinates θpes , θqes , θres , tes
, θ , ti ;
p , tq , tr
until b1 ∈ [0, 1] & b2 ∈ [0, 1] & b3 ∈ [0, 1];
(x∗i , yi∗ , Θ∗i ) = 


es
es
es
es
b · xes
, b · ypes , yqes , yres , b · Θes
;
p , xq , xr
p , Θq , Θr
else
display ( “Target position is not reachable within maximum allowed
time”);
Algorithm 2: Extract min time trajectory from triangular extremal surface.

55

(a) Forward, reacha- (b) Backward, controllability
bility approach.
approach.

Figure 2.1: Schematics of the more computationally intensive backward method and
the more efficient forward method. Both (a) and (b) show the same minimum time
trajectory (in black, with an arrow), initial position-time (x0 , y0 , t0 ) (as a black dot),
and fixed target position (xf , yf ) as a vertical line in space time (in red). (a) shows
the reachability surface (in blue)—which contains a one parameter family of forwardin-time minimum time trajectories. As shown in (b), the prior method involves a two
parameter family of backward-in-time trajectories, since the minimum time of arrival
to the target set is not known a priori. The only benefit of the prior method is that it
yields a feedback control law.

(a) Initial front.

(b) After solution of
the Euler Lagrange
ODEs, as described
in Section 2.3.

(c) Remeshing (of
the “redistribution”
type), as described
in Section 2.3.

(d) Trimming,
as
described in Section
2.3.

Figure 2.2: Schematics illustrating one time step of the front tracking algorithm. In
each frame, the thick solid lines show (a segment of) the extremal front in (x, y, Θ)
space, and the thin solid lines show its projection (along the thin dashed lines) into
(x, y) space, i.e. the reachability front. The initial front here has already been trimmed
and thus already contains a shock i.e. cusp, as indicated by the two marker particles
with the same x and y values but distinct heading angles Θ. Note that these schematics
do not attempt to convey the effect of the Θ̇ component of the Euler Lagrange ODEs, or
the exact (linear or higher-order) interpolation scheme involved in the remeshing step.
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Figure 2.3: A scaling factor used in computation of distance along reachability front,
described in Section 2.3.

2.4

Results and Discussion

This section contains example solutions for a few key flow fields. All of the
flows considered are strong, i.e. faster than the vehicle speed s. Section 2.4.1 considers a time-invariant, spatially-uniform flow to demonstrate loss of controllability/reachability. Section 2.4.2 considers a time-varying, spatially-uniform flow for
which controllability/reachability is lost locally but not globally. These first two
examples are simple enough that the extremal trajectories x = x(θ, t), y = y(θ, t),
and Θ = Θ(θ, t) are expressed in closed form. Section 2.4.3 considers a timeinvariant, spatially varying “jet” flow field which produces a shock, i.e. locally
optimal trajectories. Section 2.4.4 considers a time-invariant, spatially varying
“gyre” flow which tests the limits of the trimming procedure with its abundance
of locally optimal trajectories and tests the remeshing procedure with its extreme
stretching of the front. Aspects of the each of the example flows are seen in Section
2.4.5 where we directly test our algorithm in the context of a spatially and tem-
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porally varying ocean flow produced by a data-assimilating NCOM model of the
Adriatic Sea. We verify the equivalence of the forward algorithm presented here
and the backward algorithm presented in [23] in the ocean flow field by directly
reproducing one of the minimum time trajectories.

2.4.1

Time-invariant, spatially-uniform flow

For spatially-uniform flow fields, the partial derivatives ux , uy , vx , and vy are all
identically zero. Thus for all times t, Θ̇(t) = 0 and Θ(t) = θ, and the reachability
front is simply a circle of radius s · (t − t0 ) centered about the trajectory of a
passively advected particle released from (x0 , y0 ) at time t0 . This is true for
all spatially uniform flows, even for aperiodically time-varying flows like that of
Section 2.4.2.
Consider the time-invariant, spatially-uniform flow field given by
u(x, y, t) = u(x, y) = u = 1.5;
v(x, y, t) = v(x, y) = v = 0.0
and the problem parameters (x0 , y0 ) = (0, 0), s = 1, T max = 2, t0 = 0, and
(xf , yf ) = (0.83, 0.74). Solving the Euler Lagrange equations (2.4) analytically
yields the following closed-form expression for the extremal trajectories
x(t) = (1.5 + cos θ)t;
y(t) = (sin θ)t;
Θ(t) = θ.
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These were obtained numerically using the algorithm parameters N0θ = 50, N trims =
1 (since no trimming is necessary), and N t = 20 with the “insertion” remeshing
scheme.
Figure 2.4(a) shows the extremal surface in space-time (x, y, t), in this case
equivalent to the reachability surface. For strong flows like this one, the surface is
multi-valued. Figure 2.4(b) shows the arrival time function T , with dashed lines
to show the “hidden” segments of the reachability front. Figure 2.4(a) shows the
target as a vertical line. Both figures show the extracted optimal trajectory. Its
length in time is T = tf = 1, and the optimal heading angle is Θ = θ ≈ 2.3. Due
to the strong eastward flow T is infinite except for in a cone opening to the right.
The extracted trajectory was chosen to lie precisely on the boundary of this cone.
Due to the time-invariance of the flow T is still the solution of a static HJB
equation in the interior of the cone, and thus the control vector is known to be
∇T
∇T
. On the boundary of the cone, however, s |∇T
is only defined in the limit
s |∇T
|
|

from the inside, in which it is normal to the contours of T , and thus normal to
the extracted trajectory. The practical significance of this singularity is that the
cost T is finite but not robustly so: the slightest perturbation would cause the
vehicle to miss the target completely. The present method captures these special
trajectories correctly and thus nicely highlights this key property of minimum
time control in strong flows.
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More important practically is that it captures the infinitely many other trajectories in the interior of the cone. As explained thoroughly in [30], OUMs would
break down here, since the gradient ∇T is unbounded. One could use another Eulerian method, but would have to discretize in both space and time, even though
the problem is time-invariant. The present, particle-based method is well-suited
for the application at hand because it computes the arrival time function just as
easily in a strong or time-varying flow as in a weak, time-invariant flow.
Lastly, this example reveals extremal trajectories that are not locally optimal
trajectories: those corresponding to the dashed lines. These are similar to locally
optimal trajectories, and we tend to refer loosely to all extremals as “locally optimal”, but they are not locally optimal here. In fact, they may be thought of
as “maximum time” trajectories, since, for instance, the leftmost of these trajectories (Θ = π) corresponds to the strategy of swimming directly away from its
target while still passing through it. However, we cannot trim away these hidden
segments of the reachability front. If the flow were to reverse direction, the reachability surface would double back on itself and these extremal trajectories would
become optimal for targets in the left half plane. This is the case in the next
example, which focuses on a more typical oceanic field where the instantaneous
flow may exceed the vehicle speed, even though the mean flow does not.
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2.4.2

Sinusoidally time-varying, spatially-uniform flow

Consider the sinusoidally time-varying, spatially uniform flow field given by
u(x, y, t) = u(t) = 0.5 + 2 cos(2πt);
v(x, y, t) = v(t) = 0.5 + 2 sin(2πt),
and the exact same problem and algorithm parameters as in the example of Section
2.4.1 except with the target position (xf , yf ) = (0.0, −0.5). In this case, the
extremal trajectories are given by
1
x(t) = (0.5 + s cos θ)t + 2 2π
sin(2πt);
1
y(t) = (0.5 + s sin θ)t + 2 2π
[1 − cos(2πt)] ;

Θ(t) = θ.
Figure 2.5 shows the solution for this example just as Figure 2.4 did for the
example of Section 2.4.1. The minimum time is T = tf ≈ 1.77 and the optimal
control is Θ = θ ≈ 4.38. The optimal trajectory is initially pushed away from the
target, goes through 1.77 periods of the time-varying flow, and eventually arrives,
on the second pass (although the control is constant throughout).
The arrival time function exhibits several discontinuities but is finite everywhere. Holding a given course is impossible, but reaching the target and reaching
it quickly is merely a matter of finding the right θ.
The effect of a discontinuity in this case is that a trajectory may come very
close to the target then be forced back again before finally arriving. As in Section
2.4.1, this implies singular trajectories, but here perturbations will only result in
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finite jumps in cost. Unlike in Section 2.4.1, the arrival time function is not the
solution of a static HJB equation. This is evidenced by the fact that example
trajectory crosses over one of the discontinuities.

2.4.3

Time-invariant, spatially varying “jet” flow

Spatial non-uniformity in a flow field produces deformation in the otherwise circular reachability front. These deformations may lead to shocks in the reachability
surface—the cusp-like singularities associated with locally optimal trajectories.
Consider the flow field
u(x, y, t) = 1 + B(y);
v(x, y, t) = 0,
where B is the smooth bump function given by 1 − cos(2πy) if y ∈ [0, 1] and 0
otherwise. This flow field is illustrated in Figure 2.6(b) by the sequence of black
streamlines spanning the y range of the plot near x = 1.
The problem parameters are (x0 , y0 ) = (0, −0.25), s = 2, T max = 1.5, and
t0 = 0, and the two target positions (xf , yf ) are (0, 1.25) and (3.25, −0.25). The
algorithm parameters are N0θ = 50, N trims = 1 (although some trimming could be
done), and N t = 15 with the “insertion” remesh scheme.
Figure 2.6(a) shows the extremal surface and the two optimal trajectories in
(x, y, t) space. Unlike in Figure 2.5(a), the surface does not “fold over” itself,
because the flow is not time-varying, but it does intersect itself, due to the spatial
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variability of the flow, and thus it is not equivalent to the reachability surface. In
addition to the streamlines of the flow, Figure 2.6(b) shows the arrival time function, reachability front (solid), extremal front (dashed), two optimal trajectories
and a locally optimal trajectory (a straight line) to the second target (3.25, 0).
Figures 2.7(a)—2.7(d) show (θ, t) plots of the triangular mesh and the x, y, and
Θ values on it, overlaid with (projections of) the 2 extracted (globally) optimal
trajectories.
The first target point, (0, 1.25), is located directly across the jet, to the north
of the initial point, (0,-0.25). The arrival time is tf ≈ 1.20. The initial control
angle is θ ≈ 2.6. Over the course of the trajectory the heading control smoothly
decreases to a minimum of about 2.0 at the center of the jet (i.e. the vector shown
points north-northwest) and then smoothly increases back to 2.6. The resulting
path nicely anticipates the effect of the jet. It is qualitatively and mathematically
similar to the paths shown in Figure 3(A) of [49].
The second target point, (3.25, −0.25), is located directly downstream or to
the east of the initial point, (0,-0.25). The arrival time is tf ≈ 1.02. The control
angle is initially θ ≈ 1.0 but decreases smoothly to a final value of about −1.0, as
the resulting trajectory enters and leaves the jet. The strategy is clearly to use
the jet to get downstream faster. Note that the vehicle is initially well outside of
the jet, and therefore cannot sense it locally. It must know the entire flow field
and plan ahead, based on how fast the jet is moving versus how far off course one
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must go to use it. The alternate strategy is to stay on course and direct all of
one’s control effort towards the target. This is the strategy of the depicted locally
optimal trajectory, which arrives in time tf = (xf − x0 )/(s + 1) = 3.25/3 ≈ 1.08.
The first strategy is a slight favorite, since 1.02 < 1.08. Note that Figure 2.7
shows how extremal trajectories using the jet to get downstream means extreme
sensitivity of x, y, and Θ to the initial angle θ. The practical consequence of this
is the need for remeshing.
The shock is the curve of target points for which both strategies are equally
optimal. This curve is in the middle of an entire region of target points for which
both strategies exist (but for which one is globally optimal and the other is only
locally optimal). Here, this is the cone-shaped region containing the dashed segments. The shock is not shown explicitly but is indicated by the cusps where the
reachability front is not smooth. Although the flow field is faster than the vehicle
at the center of the jet, the arrival time function does not have discontinuities.
This is because the initial position is located away from the region of strong flow
and the reachability front advances such that it is never directly opposed to the
jet. Therefore the component of the flow that is directed down the gradient of the
arrival time function never exceeds the vehicle speed.
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2.4.4

Time-invariant, spatially complex “gyre” flow field

Consider the time-invariant, spatially complex “gyre” flow field given by
u(x, y, t) = u(x, y) = − sin(πx) cos(πy);
v(x, y, t) = v(x, y) =

cos(πx) sin(πy)

and shown in Figure 2.8. It consists of a grid of saddle points connected by
heteroclinic orbits and unit grid cells containing nonlinear gyres of alternating
orientation.
The problem parameters are (x0 , y0 , t0 ) = (0.5, 0.5, 0) (the center of a gyre),
s = 0.75 (compared to a maximum flow magnitude of 1.00), and T max = 3. Twelve
target positions (xf , yf ) are spaced evenly along the circle of radius two centered
at (x0 , y0 ). The algorithm parameters are N0θ = 50, N trims = 12, and N t = 60,
with a “redistribution” remesh scheme.
Figure 2.8 shows a close up of the flow field itself and 3 of the 12 optimal
trajectories. Figure 2.9(b) shows the arrival time function, the 12 instances of the
reachability front obtained by trimming the extremal front, and all 12 optimal
trajectories. Figure 2.9(a) shows the (trimmed) extremal surface, the 12 linear
target sets, and the optimal trajectories, in (x, y, t) space. Figures 2.10(a)—
2.10(d) show (θ, t) plots of the triangular mesh and the x, y, and Θ values on it,
overlaid with (projections of) the 12 extracted (globally) optimal trajectories.
The optimal trajectories match intuition. Initially, they spiral out from the
elliptic fixed point, where the arrival time function resembles the stream func-
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tion. Then they systematically work their ways outwards, taking advantage of
the fast flow along the separatrices but also taking care to choose the correct
side, often steering transverse to the flow. Control vectors are always normal to
the reachability front, and thus, for time-invariant flow fields like this one, to the
level sets of the arrival time function. Due to the strength of the flow field, both
jump discontinuities and shocks (loss of differentiability) appear in the arrival
time function.
Perhaps the most important thing to notice here is the sensitivity along optimal
trajectories of x, y, and Θ to the initial heading θ. In particular, all globally optimal trajectories of length T > 2.75 are accounted for by 8 very small intervals of
θ, roughly [1.25, 1.28], [1.40, 1.43], [2.83, 2.86], [2.97, 3.00], [4.39, 4.42], [4.54, 4.57],
[5.96, 5.99], and [6.11, 6.14], in other words, by approximately 8 × 0.03/6.28 = 4%
of all possible values of θ. This is most precisely shown in Figure 2.10(a). Even
the 12 chosen trajectories (for which T ∈ [1.75, 2.50]) are initially concentrated
in 4 distinct groups, before gradually separating to reach their separate target
positions (in Figure 2.9(b)).
This is the sensitivity repeatedly alluded to. It makes the pure extremal field
approach at best inefficient and at worst totally ineffective. In this approach
one may use the values of x, y, and Θ observed along the computed trajectories
to adaptively sample values of θ but does not insert new trajectories away from
(x0 , y0 , t0 ) or otherwise remesh the corresponding marker particles along the ex-
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tremal front. For spatially complex flow fields and large enough T max , it’s not
uncommon for the difference in θ between neighboring trajectories to be on the
order of double precision, e.g. 10−16 . If the target set intersects the region of
the reachability surface between two such trajectories, then it can be impossible
to reach it numerically. Even if one finds the precise value of θ needed, very
small numerical integration errors can perturb one onto one of the neighboring
trajectories. This is why remeshing like that described in Section 2.3 is generally
necessary. Trajectories or marker particles must be placed adaptively, not just
at time t = t0 but as they evolve over time and as the front they are tracking
stretches.
Figure 2.15 shows the number of marker particles needed to represent the front
as it grows over time. The number grows at an approximately exponential rate
in the intervals between applications of the trimming procedure. Overall, the
trimming procedure reduces the number of marker particles to an approximately
linear function of time. By definition, the suboptimal segments of the extremal
front that we avoid computing are all contained within the interior of the reachable
set Ωxy (t0 + T max ). Thus the steep reduction in particle numbers via trimming
implies an abundance of locally optimal trajectories in addition to those indicated
by the shocks visible in Figure 2.9(b).
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2.4.5

Spatially and temporally variable flow field: Adriatic
Sea

To test the applicability of the method in flows with spatial and temporal variability of oceanic relevance, we consider path planning in vector fields produced
by a typical ocean circulation model. Specifically, we study the output from the
data-assimilating NCOM model of the Adriatic Sea presented in [62], configured
specifically for the DART observational programs of 2005-2006 described in [63].
The model domain is approximately 250 km by 900 km by 240 hrs with nominal
horizontal resolution of 1 km and velocity fields archived hourly. The Lagrangian
transport properties of the model have been studied and validated against available drifter observations in [64] and [65]. Here we consider the subset [110, 250] km
×[210, 320] km ×[0, 54] hrs of the horizontal surface velocity field. The gridded
data is interpolated cubically in space and linearly in time, with central differences used to approximate the velocity gradients ux , etc. in the Θ̇ component of
(2.4). Figure 2.11 shows the t = 0 snapshot of the full surface flow field and the
approximate area of the subset in model-based grid coordinates.
The problem parameters are (x0 , y0 , t0 ) = (187, 259, 0), s = 0.9 km/hr (25
cm/s—the approximate forward speed of a Spray glider, according to [4]), and
T max = 54 hrs. Thirteen target positions (xf , yf ), enumerating counter-clockwise,
are located at (205,240), (240,255), (240,280), (235,288), (230,310), (188,295),
(185,295), (145,285), (120,275), (120,230), (150,215), (185,225), and (189,271).
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The initial position and the 13th final position (189,271) were chosen to coincide
with those for one of the four minimum time trajectories computed in [23] using
the backward-in-time solution of the full dynamic HJB equation (1.14) (in which
the value function V = T is not the time-to-arrive but rather the time-to-go). The
algorithm parameters are N0θ = 50, N trims = 9, N t = 54 with the “redistribution”
remesh scheme.
The presence of a coastline requires a modification of the algorithm as fully
described in Appendix 7.2. Simply, a smooth, spatially dependent indicator function, g : R2 → [0, 1], is used to explicitly drive the vehicle speed to zero outside
the domain. The resulting generalization of (2.4) is
ẋ = u(x, y, t) + g(x, y)s cos Θ;
ẏ = v(x, y, t) + g(x, y)s sin Θ;
Θ̇ = −uy cos2 Θ + (ux − vy ) sin Θ cos Θ + vx sin2 Θ
+ (gx s sin Θ − gy s cos Θ).

(2.5)

Figure 2.12 shows snapshots of the flow field, extremal front, and optimal
trajectories. Figure 2.13(b) shows the arrival time function, 18 instances of the
extremal front (with untrimmed segments hidden by the folds in the extremal
surface), and the optimal trajectories. The solution exhibits the discontinuities
like those seen in Sections 2.4.1, 2.4.2, and 2.4.4, and shocks like those seen in
Sections 2.4.3 and 2.4.4. The flow field is strong and time-varying, and thus the
extremal surface folds over itself like the one seen in Figure 2.5(a). The reachability
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front stabilizes along the coastline; however, the non-smooth model representation
of the coastline leads to rapid growth in the number of self-intersections there,
which cannot be seen in any of the Figures.
Figures 2.14(a)—2.14(d) show plots of the triangular mesh and the x, y, and
Θ values on it, overlaid with (projections of) the 13 extracted (globally) optimal
trajectories. Whereas in the gyre example of Section 2.4.4 there are 8 distinct
intervals of θ that account for the entire boundary of the reachable set of (x, y)
positions (and all 12 of the 12 chosen trajectories), in the present example there is
just one such interval, [5.82, 5.89], and it accounts for not all but about half of that
boundary (and 6 of the 13 chosen trajectories). There is much less sensitivity to
θ elsewhere in the boundary of the reachable set. The jet appearing right-center
in Figure 2.12(a) is the cause of this sensitivity to the initial angle θ, i.e. the
extreme stretching of the front. The action of this jet is similar to that of the
separatrices in the gyre flow field of Section 2.4.4. Here, however, the structure is
time-varying. Again, the sensitivity/stretching inherently limits the pure extremal
field technique and points to the importance of remeshing in the present method.
As seen in Figure 2.16, the effect of the trimming away globally suboptimal trajectories is less dramatic in the present example than is was in the time-invariant
but more spatially complex example in Section 2.4.4. While trimming still results
in a significant decrease in the number of marker particles, more particles were
used overall, and the effective growth of the front with the trimming appears to
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be slightly faster than linear. This growth is largely due to the large number of
particles needed to resolve behavior along the coastline.

Validation of forward algorithm vs. backward algorithm
Recall that instead of a 1D reachability front parameterized by θ, the backward extremal front is a 2D controllability front parameterized by θ and tf . It’s
important to mention that there was no truly 2D adaptive sampling, but rather
1D adaptive sampling of each tf slice; hence the “tf layers” suggested schematically in Figure 2.1(b). Because of this, many tf layers and thus many time steps
were used—4 per hour, versus the 1 per hour of the present, forward result. T max
was 24 instead of 54 hours but trimming was not used and tf ranged from 0 to
72, not just 0 to 24, making for 4 × 72 = 288 tf levels. Also note that the backward result did include the same cubic “redistribution”-type remeshing. Overall,
the backward computation took on the order of 3 hours, versus 20 minutes for
the forward computation. Both were done on a basic 2009 MacBook Pro laptop. More importantly, both algorithms were implemented in Matlab (C++ for
instance is expected to be much faster), and neither is fully optimized; most of
the computational time is spent interpolating the time-varying flow field, rather
inefficiently, from the 3D grid. Thus it’s more telling to consider the numbers
of marker particles. As shown in Figure 2.16, there were 1014 particles in the
tf = 24 hour time slice of the forward extremal field, versus 12074 in the relevant
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time slice, t0 = 0, of the backwards extremal field. That’s roughly the equivalent
of 1014 specific extremal trajectories of length 24 hrs versus 12074 trajectories of
various lengths between 0 and 24 hours.
Figure 2.17 shows additional snapshots of the same flow field and reachability
front shown in Figure 2.12, but zooming in on the 13th optimal trajectory. Figure
2.18 again shows the same reachability front and optimal trajectory produced
by the present method (i.e. the heavy black markers), superimposed with time
slices of the time-to-go function T (x0 , y0 , t0 ) (indicated by the colors) and optimal
trajectory from [23] (the thin black curve). The control is normal to both the
reachability front and the level sets of the time-to-go function. Thus the two are
tangent to one another. The two versions of the trajectory match nicely. This
helps validate the present, forward method.
An mentioned in Section 2.1, part of the motivation for choosing the forward
approach over the backward approach is that gliders, which for maximum efficiency travel in long (several hour) dive cycles, cannot benefit much from the
continuous feedback control offered, optionally, by the backward approach. They
can only get GPS fixes and communicate with the controller upon surfacing. On
the other hand, 48 hours, for instance, is too long to go without feedback. Besides
the error in the present algorithm, there are a host of other errors, the most important of which is presumably in the forecasted flow field. And although 72 hours
is a typical forecast horizon, forecasts are updated with newly assimilated data
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multiple times a day. Thus ideally, the algorithm should be used in a receding
horizon approach, where as frequently as every dive cycle, the forward extremal
surface and minimum time trajectory are re-computed using not only the updated
vehicle position, but the updated flow forecast. The computer responsible for the
flow forecast, which of course does not depend on the glider position, could conceivably compute the extremal surface in a matter of 1 or 2 minutes, especially
with an optimized, C++ implementation of the algorithm. Although the fulllength (e.g. 48 hour long) optimal trajectories are needed no matter what, for
dive cycles of, say, 4 hours, the glider would only need to download the open-loop
control signals it needs in order to execute the first 4 hours worth of the updated
(48 hour long) heading signal Θ(t). Even if the glider software requires holding
the heading constant at some set point value for each of these 4 hour dive cycles,
our intuition is that the glider would still benefit significantly from an initially 48
hour (12 dive cycle) long optimal trajectory.

Robustness to perturbations
In practice one of the main concerns is the robustness of planned paths to
perturbations. The first two types of perturbations that come to mind are errors
or uncertainty and the flow field and errors or uncertainty in the vehicle state.
Given that perturbations of the former type are harder to generate, we focus here
on perturbations of the latter type. In particular, for each of the 13 forward-
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computed (open-loop) optimal trajectories presented above, we re-simulate the
flow and control for two small concentric circles of initial states around the original
initial state (x0 , y0 ) = (187, 259).
Figure 2.19 shows the results. The trajectories are shown in blue, with black
markers placed every three hours. The two circles of perturbed initial states and
the resulting curves of final states are shown in black. The final states are highly
sensitive to the initial state when there is stretching in the flow itself.
This is most evident along the five rightmost trajectories, all of which depart
very close to one another along the jet shown in Figure 2.12. As described previously, this jet is associated with local strain in the flow, just to the north. This
strain is responsible for much of the stretching of the circles along the five trajectories. In addition, the bottommost trajectory also experiences a large amount of
sensitivity i.e. non-robustness due to the spatial complexity of the flow along it.
In contrast, the four leftmost trajectories do not experience as much stretching,
and thus the circles are not as deformed.
This is a preliminary result, but demonstrates the importance of having some
kind of feedback in the control loop. As described at the end of Section 2.4.5,
a continuous feedback control e.g. via the backward-in-time method of [23] is
desirable but probably not necessary. The time horizons of the control are on the
order of days, and the forward-in-time algorithm is fast enough to allow a receding
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horizon control framework. This is expected to fully correct the non-robustness
visible in Figure 2.19.

2.5

Summary and Outlook

In this chapter we presented a front tracking method for identifying globally
optimal minimum time trajectories in spatially complex, time-varying ocean flow
fields. The “reachability front”—the boundary of the reachable set—is defined
explicitly using marker particles. These are evolved not in the (x, y) state space
but in (x, y, Θ) state-costate space, where the (reduced-order) costate Θ is exactly the optimal vehicle heading—the angle normal to the front. The method
includes remeshing and trimming procedures, both of which have proved necessary to handle realistically complex flow fields. Finally, instead of attempting to
compute the arrival time function directly on a regular spatial grid, the method
defines this function indirectly as a minimum taken over the triangular faces of the
multi-valued “reachability surface”. Thus the method sharply captures (a) discontinuities where currents exceed the fixed vehicle speed and (b) shocks or cusps
in the arrival time function due to spatial complexity in the flow. The method
allows accurate extraction of optimal trajectories directly from the reachability
surface without having to directly solve the underlying dynamic HJB equation.
The method was used to characterize solutions for several simple flow fields
which directly highlight various aspects of the minimum time control framework.
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The time-invariant flow field of Section 2.4.1 made clear the fact that finding (or
determining the non-existence of) a path from one point to another is inherently
a globally optimal control problem. The time-varying flow field of Section 2.4.2
demonstrated how it may be hopeless to stay on a specific path but at the same
time quite easy to reach the target. In Section 2.4.3, we showed how locally
optimal trajectories highlight opposing control strategies and manifest themselves
as self-intersections in the “extremal front” and cusps in the reachability surface.
Spatially complex flows, as shown in Section 2.4.4, result in extreme sensitivity
of optimal trajectories to initial heading and point out the inherent inadequacy
of pure extremal field (and shooting) methods. Optimal trajectories for disparate
targets typically depart along a few initial trajectories and remain quite close
for considerable times before separating. Accordingly, there are many locally
optimal trajectories that quickly fall behind the global reachability front and are
rendered globally sub-optimal. This fourth example demonstrates the need for
(a) remeshing and (b) trimming as a part of any efficient particle-based method
for optimal control.
In Section 2.4.5, the proposed method was applied to the horizontal flow field
produced by a typical, high resolution ocean model. The results indicated that
the solution behavior produced by combining time variability like that of Section
2.4.2 with spatial variability like that of Section 2.4.4 is not much more complex
than the sum of the parts. By including standard interpolation and differencing
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schemes to incorporate gridded model data and a spatially dependent indicator
function in the control to represent the presence of coastline, the method was
readily extended to flow fields with both the magnitude and spatial/temporal
variability of the ocean.
The present method allows for the consideration of depth-dependent planar
flows, as shown in Equation (2.2). The assumption of a fixed vertical profile z(t) is
typical for gliders whose vertical velocity typically far exceeds that of the ambient
ocean flow. Since gliders are often used specifically to sample frontal zones where
depth dependence is the strongest, including the effects of vertical shear in the
horizontal flow is a natural and straight-forward extension of the present approach.
There is one minor caveat: the minimum time tf of arrival to a target (xf , yf )
may results in z(tf ) 6= 0, i.e. below the surface. In the worst case this means the
glider must slightly overshoot the target. But it motivates a number of fixed final
time problems, accessible via the present method of computing the reachability
surface, that might also be of interest for gliders. Given a fixed saw-tooth dive
profile, one idea would be to navigate in a more incremental, semi-closed-loop
fashion. Choose the fixed time as some multiple of the time of a single dive.
Compute the reachability surface and then choose from among the continuum of
minimum time trajectories based on any number of cost functions—for instance,
the final distance from a target set, the sampling quality of the trajectory, or even
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the ensuing drifter trajectory. Then drift, recharge, and/or communicate with the
central controller.
Computationally, several possible extensions/modifications to the current trimming procedure could be considered. The present procedure does not allow for
holes to develop in the reachable set, and it does not perform optimally in the
presence of highly irregular gridded coastlines. Moreover, the trimming algorithm
does not trivially extend to higher dimensions (for example, minimum energy
control). The increase in dimensionality is also unavoidable if one is actually
interested in the solution of the underlying dynamic HJB PDE—the time-to-go
function—and the optimal feedback control as in [23], where one tracks a 2D
“controllability front” in (x, y, t) space. One option is to perform 1D trimming
within each time slice of the front. Another option might be to introduce numerical viscosity to prevent self-intersections from even forming. Yet another option
is to pursue a Level Set Method or another Eulerian or semi-Lagrangian method
for direct solution of the HJB PDE.
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(a) Reachability surface.

(b) Arrival time function.

Figure 2.4: Solution and the 1 extracted minimum time trajectory for the timeinvariant, spatially uniform flow example of Section 2.4.1 (flow directed to the right, at
1.5× the speed of the vehicle). (a) shows the reachability surface, intersecting the linear
target set in space-time. (b) shows the arrival time function T (x, y) (the minimization
of the reachability surface) and the 2D projection of the same minimum time trajectory,
which begins at (0, 0) and reaches the target, near (1, 1), in 1 unit of time. The vehicle
heading is indicated by a needle like arrow for each of the heavy black position markers.
The dashed lines show the hidden segments of the reachability front. For this particular
example the reachability surface is multi-valued and the arrival time function has two
lines of discontinuity where it jumps to infinity—due purely to the strength of the
flow, one of which contains the vehicle trajectory. The control is always normal to the
contours and thus in this case normal to the path itself.

(a) Reachability surface.

(b) Arrival time function.

Figure 2.5: Solution and the 1 extracted minimum time trajectory for the sinusoidally
time-varying, spatially uniform flow example of Section 2.4.2. (a) and (b) show the same
features as in Fig. 2.4. The arrival time function has discontinuities due to folds in the
reachability surface. The vehicle is pushed back by the flow, recovers, is pushed back
again, and crosses its path before reaching the target at (0, −0.5) (just below the initial
position). The heading is constant, as with any spatially uniform flow.
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(a) Extremal surface (projected into (x,y,t) space).

(b) Arrival time function.

Figure 2.6: Solution and the 2 extracted minimum time trajectories for the “jet”
example of Section 2.4.3. (a) and (b) show roughly the same features described in
the Fig. 2.4 caption. But here, the extremal surface intersects itself in (x, y, t) space,
and thus is not exactly equivalent to the reachability surface; the dashed lines in (b)
show the portions of the self-intersecting extremal fronts that are not included in the
reachability fronts. Moreover, (b) also includes 1 purely locally optimal trajectory—a
straight line—to highlight the effect of the shock marked by the self-intersections; the
corresponding globally optimal trajectory uses the jet to arrive slightly faster (T = 1.02
vs 1.08).
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(a)

(b)

(c)

(d)

Figure 2.7: Parameterization of extremal surface (x, y, Θ) by initial heading θ and
time t for the “jet” example of Section 2.4.3, and the 2 extracted minimum time trajectories. (a) shows the triangular mesh. The color values in (b), (c), and (d) show the
change in heading Θ − θ, x, and y, respectively. The extreme sensitivity of Θ and y to
θ and the slight peak in x near θ = 1 are due to them variety of trajectories (like the
first one shown) that use the jet to get downstream faster. The heading stabilizes upon
exiting the region y ∈ [0, 1]. Trimming was not necessary since purely locally optimal
trajectories were few.
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Figure 2.8: Spatially complex “gyre” flow field and 3 of the 12 optimal trajectories
from Section 2.4.4, zoomed in. Control vectors are sometimes normal to the flow and
sometimes tangential.
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(a) (Trimmed) Extremal surface (projected into (x,y,t)
space).

(b) Arrival time function.

Figure 2.9: Solution for the “gyre” example of Section 2.4.4 and the 12 extracted
minimum time trajectories, zoomed out. (a) shows the (trimmed) extremal surface
(projected into (x,y,t) space) and the 12 linear target sets in space-time. (b) shows the
arrival time function (indicated by color) and final vehicle headings. The 12 extracted
trajectories are initially concentrated along just a few initial headings. Most extremal
trajectories lead to non-smooth shocks, beyond which they are suboptimal.
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(a)

(b)

(c)

(d)

Figure 2.10: Parameterization of the (trimmed) extremal surface (x, y, Θ) by initial
heading θ and time t for the “gyre” example of Section 2.4.4, and the 12 extracted
minimum time trajectories. (a) shows the triangular mesh. The color values in (b), (c),
and (d) show the change in heading Θ − θ, x, and y, respectively. The heavy trimming
reveals the concentration of globally optimal trajectories around a very small subset of
initial heading angles θ. This is due to the spatial complexity of the flow.
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Figure 2.11: Snapshot of the entire time-varying Adriatic flow field at time t = 0 hrs.
Approximate area of example solutions is indicated by the rectangle.
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(a) t = 23 hrs.

(b) t = 41 hrs.

Figure 2.12: Snapshots of the time-varying Adriatic flow field of Section 2.4.5, extremal front (trimmed 9 times total), and 13 minimum time trajectories. The jet appearing right-center in the first snapshot dramatically stretches the front, and is used
by 6 of the 13 trajectories to reach their various targets. The center most trajectory is
the one matching one of those from [23], which will be shown in more detail in Figures
2.17 and 2.18. The crosshairs mark the targets and the empty circle marks the initial
position. A movie of all the hourly recorded snapshots is provided as supplemental
material.
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(a) (Trimmed) Extremal surface (projected into (x,y,t)
space).

(b) Arrival time function.

Figure 2.13: Solution for Adriatic example of Section 2.4.5, and the 13 extracted
minimum time trajectories. (a) shows the (trimmed) extremal surface and target sets
in space-time. (b) shows the arrival time function T (x, y), crosshairs at the target
positions, and an open circle at the initial position. The top-center pair of trajectories
highlights the presence of a shock. The arrival time function has a pair of discontinuities
emanating from the initial position, like those seen in Figure 2.4(b) of Section 2.4.1, due
to the strength of the flow field there initially, and a more pronounced discontinuity to
the southeast, like that seen in Figure 2.5(b) of Section 2.4.2, due to a strong change in
the flow field over time.
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(a)

(b)

(c)

(d)

Figure 2.14: Parameterization of the extremal surface (x, y, Θ) by initial heading θ
and time t for the Adriatic example of Section 2.4.5, and the 13 extracted minimum
time trajectories. (a) shows the triangular mesh. The color values in (b), (c), and (d)
show the change in heading Θ − θ, x, and y, respectively. The heavy trimming reveals
the concentration of many of the globally optimal trajectories (including about 6 of the
13 actually extracted) around θ ≈ 5.9—corresponding to the jet seen in Figure 2.12(a).
Θ, x, and y are extremely sensitive here, because the jet is fairly dominant, like the one
in the time-invariant example of Section 2.4.3, shown in Figures 2.6(b) and 2.7.
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Figure 2.15: Growth with respect to time of trimmed extremal front in terms of
number of marker particles, for the spatially complex gyre flow field of Section 2.4.4.
Trimming makes what would be exponential growth effectively linear.

Figure 2.16: Growth with respect to time of trimmed extremal front in terms of
number of marker particles, for the Adriatic example of Section 2.4.5. Trimming makes
what would be exponential growth nearly linear. The effect is not quite as dramatic
as for the “gyre” example of Section 2.4.4, shown in Figure 2.15, since the spatial
complexity of the Adriatic flow field is not as extreme as that of the gyre flow field. But
more particles are needed here, largely due to the stabilization of the front along the
jagged coastline.
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(a) t = 2 hrs.

(b) t = 9 hrs.

(c) t = 16 hrs.

(d) t = 23 hrs.

Figure 2.17: Additional snapshots of the flow field and the reachability front shown
in Figures 2.12 and 2.18, zoomed in on the 13th optimal trajectory, which is the one
reproducing the result of [23]. The color indicates the magnitude of the flow field, with
saturation at 2 km/hr (red).
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(km)

(km)

(km)

(km)

(a) Time t = 12 hrs.

(b) Time t = 18 hrs.

Figure 2.18: Two snapshots in time of the compared present (forward-in-time) and
prior (backward-in-time) results described in Section 2.4.5. The closed curve is the
reachability front of the present result, which is also shown in Figures 2.12 and 2.17.
The color indicates the optimal time-to-go from the prior result of [23]. It goes from
0 (blue) at the target point to 24 hours (red). Points outside the colored region are
not controllable to the target within 24 hours. The heavy black markers show the
optimal trajectory from the present result, obtained by extraction from the reachability
surface. The thin black curve shows the one obtained from the prior result, by feedback
simulation. The control is known to be normal to both the reachability front and the
level sets of the time-to-go function. Accordingly, the two are tangent to one another.
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Figure 2.19: Effect of flow and control on forward-computed (open-loop) minimum
time trajectories (of Figures 2.12-2.13) for perturbations in the initial state (x0 , y0 ). The
trajectories are shown in blue, with black markers placed every three hours. The two
circles of perturbed initial states and the resulting curves of final states are shown in
black. The final states are highly sensitive to the initial state when there is stretching
in the flow itself, e.g. along the five rightmost trajectories.
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Chapter 3
Minimum Energy Feedback
Control: a Backward-in-Time
semi-Lagrangian Approach

3.1

Overview

This chapter presents 1D and 2D algorithms and solution examples for the
following “minimum energy” problem. The Lagrangian in (1.2) is L(x, u, t) =
W u · u, where the parameter W > 0 is the weighting of the energy cost relative
to the end cost h. The final time tf is fixed, i.e. the terminal hypersurface in
(1.3) is m(x, t) = t − tf . The admissible inputs are still Ω = {u ∈ Rn , |u| ≤
s} (and the dynamics are ẋ = v(x, t) + u), as in the case of minimum time.
The connection between this problem and the minimum time problem to a fixed
position emphasized in the previous chapter lies in a simple variant of that problem
that was discussed only briefly: minimum time to one or more passive particle
trajectories (e.g. those terminating at minima of the present end cost function).
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By using a soft constraint instead of a hard constraint, and focusing only on
the final state, the minimum energy control still drives vehicles to these “target”
trajectories, but (a) not all the way to them (except in the limit of zero weight
on the energy term) and (b) without any hurry (even in the limit of zero weight
on the energy term). This makes the transient behavior less constrained and thus
more interesting than in the minimum time case or for instance in the nonlinear
regulator case.
Recall that the main result of chapter 2 was an algorithm (published in [24])
for obtaining globally optimal minimum time trajectories without solving the HJB
equation, but that the HJB equation was solved on an unstructured grid in [23].
The minimum energy HJB equation cannot be avoided, and thus the problem
at hand is to solve this HJB equation, obtaining optimal trajectories via the
optimal cost-to-go function and associated minimum energy feedback control law.
Fortunately the boundary conditions are simpler in the minimum energy case; in
the minimum time case, the cost-to-go is specified (as zero) at the target set (and
infinite at points not controllable to the target set), whereas in the new problem it
is specified at the final time slice. This immediately suggests a simple backwards
time-stepping approach, to solve the HJB equation directly.
The method is a semi-Lagrangian finite difference scheme, on a structured
but adaptive grid. The basic idea is to approximate the solution of the HJB
equation by propagating information along its characteristics, backward in time.
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This makes the scheme semi-Lagrangian. However, characteristics—in this case
optimal trajectories—generally merge, both backward in time, forming shocks,
and forward in time, forming rarefactions. Thus one must take care to determine
the correct direction and speed of the characteristic at every grid point, capturing
shocks and rarefactions properly. In this sense the goal of the present semiLagrangian scheme is similar to that of an Eulerian Godunov upwinding scheme
[21].
The present scheme computes the proper direction of the characteristic online, via direct solution of the associated constrained optimization problem. In
summary, the global optimal trajectory problem is transformed into a point-wise
optimization problem, solvable by a variety of methods. We restrict ourselves to
a first-order in space and time version of the scheme. The idea is to use the exact
solution of the point-wise optimization problem and focus on reducing interpolation error via adaptive grids. This is in contrast to the method of [13], which
allows for higher-order discretizations but not adaptive grids.
The remainder of this chapter is outlined as follows. Section 3.2 gives the formal problem statement and the HJB equation (in 1D and 2D). Section 3.3 presents
the algorithm in 1D, where it is slightly simpler, but conceptually the same as
in 2D. Section 3.4 presents a few key 1D solution examples that capture not all
but most of the phenomena observed in 2D. Section 3.5 presents the extension
of the algorithm to 2D. Section 3.6 presents solutions in 2D. Instead of a general
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Summary and Outlook section, the computational complexity and performance
of the algorithm are discussed briefly in Section 3.6.1.

3.2

2D Minimum Energy Problem

We now restate the general optimal control problem of Section 1.1 for the
specific case of fixed final time minimum energy control in 2D. The same notation
is used for the 1D case, which will not be restated separately. Differences include
the scalar variables and the specification of domain boundaries (since we will no
longer be using an unstructured Lagrangian grid like in Chapter 2).
Given an initial vehicle state (x0 , y0 ) ∈ D := [xmin , xmax ] × [ymin , ymax ] and an
initial time t0 ∈ [0, tf ], the optimal trajectory problem is to minimize the cost
functional
Z

tf

W (u2 (t) + v 2 (t))dt + h(x(tf ), y(tf )),

J(u, v; x0 , y0 , t0 ) :=

(3.1)

t0

with respect to the control input signal (u, v) subject to the input constraint
u2 (t) + v 2 (t) ≤ s2
(for all t ∈ [t0 , tf ]), where W is the weighting of the energy cost relative to the
end cost h, s is the (maximum) vehicle speed, and the state trajectory (x, y) =
(x(·), y(·))—implicitly dependent on (u, v) = (u(·), v(·))—is the unique solution
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of the state equations
ẋ(t) = f (x(t), y(t), t) + u(t);
ẏ(t) = g(x(t), y(t), t) + v(t)
with the initial conditions
x(t0 ) = x0 ;
y(t0 ) = y0 .
Again, x, etc. may be used to mean either a trajectory x(·) : [t0 , tf ] → D, as
above, or an instantaneous state x(t) ∈ D, as implied by the context.
In this case the Hamiltonian is
H(x, y, u, v, p, q, t) = (f + u) · p + (g + v) · q + W (u2 + v 2 )

(where (p, q) = p is the costate vector) and thus the HJB equation (1.13) is
Vt = − min

(u,v)∈Ω



(f + u) · Vx + (g + v) · Vy + W (u2 + v 2 )

(3.2)

(where Ω = {(u, v) ∈ R2 , u2 + v 2 ≤ s2 }).

3.3

1D Algorithm

This section presents the semi-Lagrangian Godunov finite difference scheme
for the solution of the minimum energy HJB equation, in 1D, where it is simpler
to derive but conceptually the same as in 2D. First we derive the finite difference
scheme, then the point-wise minimization, and finally the adaptive grid.
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3.3.1

Semi-Lagrangian discretization of HJB equation

In 1D, the HJB equation (3.2) is

Vt = − min (f + u) · Vx + W u2
u∈Ω

i.e.

min Vt + (f + u) · Vx + W u2 = 0,

(3.3)

u∈Ω

(where now Ω = [−s, s]). The optimal control here is given analytically by u =
Vx
− 2W
if |Vx | ≤ 2W s, u = −s if Vx > 2W s, and u = s if Vx < −2W s, but this

value cannot be used quite yet.
Suppose xu is an optimal trajectory i.e. characteristic passing through a given
point (x, t). Then (3.3) can be written as

min
u∈Ω


d
2
V (xu (t), t) + W u .
dt

A simple first-order discretization in time yields

min
u∈Ω

V (xu (t + ∆t), t + ∆t) − V (xu (t), t)
+ W u2
∆t


= 0.

Multiplying by ∆t, substituting x for xu (t) and x0 for xu (t + ∆t), and rearranging
yields

V (x, t) = min V (x0 , t + ∆t) + W u2 ∆t ,
u∈Ω

⇐⇒

V (x, t) = min
V (x0 , t + ∆t) + W u2 ∆t ,
0
x ∈B
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where, by first-order Taylor expansion, x0 ≈ x + (f + u)∆t and thus u ≈

x0 −x
∆t

− f,

and where B := [x+(f −s)∆t, x+(f +s)∆t] is the closed interval of states reachable
in the given time step. Partitioning B based on the 1D simplexes σ ∈ G defining
the solution grid at time t + ∆ yields

V (x, t) = min 0min



σ∈G x ∈B∩σ

V (x0 , t + ∆t) + W u2 ∆t .

All that remains is how to approximate V (x0 , t + ∆t), from a given simplex σ
of the time t + ∆ slice of the grid (on which V will have already been computed).
We choose to use linear interpolation. This is done purely so that the minimum
can be computed exactly (in 1D and 2D), as will be explained further in Section
3.3.2 (and, for the 2D case, in Section 3.5.2). The result is V (x0 , t + ∆t) =
V1 + Vx (x0 − x1 ), where x1 and x2 are the vertices of the grid element σ, V1 and
V2 are the cost-to-go values there, and Vx =

V2 −V1
.
x2 −x1

Thus the quantity being

minimized is
V σ (x0 ) := V1 + Vx (x0 − x1 ) + W u2 ∆t
and the formula is
V (x, t) = min 0min V σ (x0 ).
σ∈G x ∈B∩σ

(3.4)

This formula is the core of the algorithm. It is evaluated once for each discrete
time t from tf − ∆t to 0 and each point x in (that time slice of) the grid. To be
clear, each such evaluation involves looping through all (relevant) grid elements
σ.
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3.3.2

The exact point-wise minimum in 1D: quadratic objective with linear constraints

This section takes a closer look at the minimization of V σ (x0 ) with respect to
x0 in (3.4), for a particular grid element σ ∈ G of the grid at time slice t + ∆t.
Solving

d
V σ (x0 )
dx0

du
1
= Vx + 2W u∆t dx
0 = Vx + 2W u∆t ∆t = Vx + 2W u = 0

Vx
Vx
i.e. x0 = x + (f − 2W
)∆t.
yields an unconstrained minimum of V σ (x0 ) at u = − 2W

Assuming B ∩σ 6= ∅, it’s easy to see that the desired constrained minimum is given
by the point in B ∩ σ closest to the unconstrained minimum point—in particular,
x0 = x0min if x + (f −

Vx
)∆t
2W

< x0min , x0 = x0max if x + (f −

Vx
)∆t
2W

> x0max , or

Vx
Vx
x0 = x + (f − 2W
)∆t if x + (f − 2W
)∆t ∈ [x0min , x0max ], where x0min := min{B ∩ σ} =

max{x1 , x + (f − s)∆t} and x0max := max{B ∩ σ} = min{x2 , x + (f + s)∆t}. (Note
that in the 2D case this will not be as straightforward; for one, the constraint
x ∈ B becomes nonlinear.) We don’t show the explicit version of the formula
(3.4) that results from substituting these values, since it would be a rather long
piecewise function.

3.3.3

Adaptive grid

This section describes the adaptive 1D grid used with the semi-Lagrangian
Godunov scheme described above throughout Section 3.4. It is simple, but proved
highly useful even in 1D, and helps lay the groundwork for a straightforward 2D
adaptive grid, which is a crucial part of the overall algorithm. The grid consists
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primarily of a growing array of vertices, a fixed array of growing binary trees of
“edge” elements (referred to above by σ), which point to one another and to the
vertices. The only parameters (besides the time step ∆t for instance, which was
already mentioned) are
• nx , the initial grid size and
• ∆Vmax , the maximum allowed error.
If V (or whatever function is being computed on the adaptive grid) is actually
discontinuous (for instance if the end cost h is discontinuous), we also enforce a
maximum allowed “level” (of refinement) Lmax , but this is not the case in this
dissertation, for which h is not only continuous but smooth. The case where h
and thus V are discontinuous is also of interest, and has been tested successfully,
but is outside the scope of this dissertation. This case includes when |v(x, t)| > s
at the boundary and V jumps to ∞.
The grid is initialized with nx “root” edges and nx + 1 initial vertices. Upon
creation of any vertex, the value of the cost-to-go V is computed at once, using the
formula (3.4) (and the point-wise minimum described above) or, if t = tf , the end
cost h. Moreover, upon the creation of any edge, an additional vertex is created
at its center. (So, technically, there are actually 2nx + 1 initial vertices.) If the
edge never gets split, this center vertex is not used for the example trajectories
or for the visualization of the solution V . It is only used if the edge gets split,
and for the purposes of the error estimate ∆V on which the entire adaptive grid
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refinement algorithm is based. The error is simply ∆V = V −

V1 +V2
2

, where V1

and V2 are the costs-to-go at the endpoints. Note that the full hierarchical tree
data structure is necessary for efficient interpolation of the adaptive grid, both in
the point-wise optimization and in the simulation of the optimal feedback control
law.
Finally, the grid is graded. That is, the sizes of neighboring edges are allowed
to differ by no more than a factor of 2. This property of the grid is maintained
using recursion: before splitting an edge, one splits any neighbor larger than that
edge (i.e. whose level L is smaller).

3.3.4

Simulation of optimal feedback control

The second part of the algorithm is to obtain the optimal trajectories for specific example points x0 (and times t0 ), by direct simulation of the feedback control
law. The most obvious way to define the feedback control law u (the argument
of the minimum (3.4)) at a given point during trajectory simulation is to have
recorded it, with V , on the grid, and then simply interpolate, but this introduces
significant error, especially near the shocks, where u is discontinuous. Hence we
choose to perform the minimization (3.4) not only during the computation of
V , but again during the feedback simulation, to obtain u more accurately. This
makes the feedback simulation take significantly longer (especially in the case of
adaptive grids, where the number of partitions B ∩ e is very large in places), but
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nowhere near as long as the computation of V , since the number of simulated
trajectories desired is no where near the number of grid points.
An estimate of the error e at time slice i of a given closed-loop trajectory is
t
given by ei := Vi −Σnj=i
W u2j ∆t, where Vi is linearly interpolated from the adaptive

grid.

3.4

1D Results

This section discusses the solutions for a few key example cases, all in 1D. Section 3.4.1 considers the case of spatially invariant but time-varying flows, demonstrating the invariance of the control along optimal trajectories and the basic role
of shocks. Section 3.4.2 considers the case of a spatially varying but time-invariant
flows, demonstrating the optimal control’s non-greedy exploitation of spatial sensitivity in the so-called flow map, and the existence of certain “attractive” optimal trajectories associated with a steady state solution of the HJB equation in
backward time. Section 3.4.3 considers the case of a spatially varying and timevarying flow, demonstrating the rather simple effect of the time-dependence. All
the problem parameters, algorithm parameters, and performance statistics are
given in Tables 3.1, 3.2, and 3.3, respectively.
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Table 3.1: Problem parameters for 1D minimum energy examples
Example
3.4.1
3.4.2a
3.4.2b
3.4.3
f (x, t)
0
sin(πx)
sin(πx) (sin(2πt) + 0.5) sin(πx)
h(x)
− sin(πx)
− sin(πx)
− sin(πx)
− sin(πx)
W
1
1
10
1
s
0.5
1
1
1
xmin
0
0
0
0
xmax
3
3
3
3
tf
1
2
2
2
3
3
3
1
, ..., 3} {0, 100
, ..., 3} {0, 100
, ..., 3}
{0, 100
, ..., 3}
x0
{0, 10
t0
{0, 0, ..., 0}
{0, 0, ..., 0}
{0, 0, ..., 0}
{0, 0, ..., 0}

Table 3.2: Algorithm parameters for 1D minimum energy examples
Example 3.4.1 3.4.2a 3.4.2b 3.4.3
∆Vmax
1e-7 1e-5
1e-5
1e-5
nx
10
10
10
10
nt
100
100
100
100

Table 3.3: Performance statistics from t = 0 slice of 1D minimum energy examples
Example
3.4.1 3.4.2a 3.4.2b 3.4.3
Approx. no. vertices
2600
750
870
580
Approx. max. trajectory error e
1.8e-7 3.0e-4 3.0e-4 3.2e-4
Max. observed level of refinement L 8
15
17
14
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3.4.1

Spatially invariant flows

Consider the case where the flow is spatially uniform and thus divergencefree, i.e. f (x, t) = f (t) and thus fx (x, t) = 0. In this case the costate equation of (1.11) is ṗ = −fx p = 0. This implies the costate p and control u =


−p
, s are constant along optimal state-costate trajectories. The
min max −s, 2W


x
values are simply p = p(tf ) = hx (x(tf )) and u = min max −s, −h
, s , where
2W
hx is the gradient of the end cost h. The resulting trajectories evolve backwards
in time from the final time slice, where V = h and Vx = hx . Roughly speaking,
if h has a local maximum, the characteristics collide with one another in backward time, and are terminated, forming the non-smooth cusps known as shocks
in the surface V (x, t). Note that whereas these globally optimal trajectories are
terminated in backward time, the state-costate trajectories persist, and generally
intersect one another throughout large regions of space-time. The shocks organize these regions of multiple locally optimal trajectories, directing the globally
optimal trajectories to one side or the other. Also note that for spatially varying
flows (like those of Sections 3.4.2 and 3.4.3) not all shocks are associated with
local maxima of h.
Shocks appear in almost all the examples of this dissertation, and the invariance of the control along minimum energy trajectories is true for all spatially
uniform flows, but for simplicity we now focus on a special case where the flow is
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zero i.e.
f (x, t) = f (t) = 0
(and thus the trajectories are line segments) and the end cost h is a smooth
function with two local minima separated by a local maximum. In particular, we
use
h(x) = − sin(πx).
The points in the final time slice where the control transitions from |u| < s to
|u| = s are obtained easily:

−hx
2W

= s ⇐⇒ |hx | = 2W s ⇐⇒ | − π cos(πx)| =

s
2W s ⇐⇒ cos(πx) = ± 2W
= ± 2(1)(0.5)
= ± π1 ≈ ±0.318 ⇐⇒ πx ≈
π
π

π
2

± 0.324 +

iπ ⇐⇒ x ≈ 0.5 ± 0.103 + i, i ∈ Z. Figure 3.1 shows the numerical results.
First of all, the result matches the predicted solution. The trajectories are
indeed line segments, since the control is constant.The control varies continuously
from −s = −0.5, for the several trajectories in the blue region of Figure 3.1(b), to
s = 0.5, for those in the red, and as predicted the boundaries of the blue and red
regions at t = tf appear to be ≈ 0.103 from x = 0.5, 1.5, and 2.5. The cost-to-go
decreases steadily at a rate of W u2 = u2 ∈ [0, s2 ] = [0, 0.25].
The shock lies along the line x = 1.5. It is most visible as a discontinuous jump
from u = −s = −0.5 (blue) to u = s = 0.5 (red) in Figure 3.1(b). The shock ends
(i.e. |Vx (1.5, t)| falls below 2W s) at approximately t = 0.8. The required number
of grid points required to get straight line trajectories was larger than expected,
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and the adaptive grid, strangely, did not use a higher level of refinement along
the shock, even when varying nx . This didn’t happen in any other results.
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(a) Cost-to-go V (x, t) and optimal trajectories x(t)

(b) Feedback control law u(x, t) and optimal trajectories x(t)

Figure 3.1: Solution for the 1D zero flow case of Section 3.4.1. There is a shock (a
cusp in V or a discontinuity in u) at x = 1.5 from t = 0 to ≈ 0.8. Each trajectory x(t)
d
descends V at a constant rate of dt
V (x(t), t) = −W u2 . This is true for any spatiallyd
invariant flow v(x, t) = v(t), since u depends on the gradient Vx , and dt
Vx (x(t), t) is
given by the costate equation ṗ = −vx (x, t)p.
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3.4.2

Spatially varying but time-invariant flows

The next two examples consider the flow
f (x, t) = f (x) = sin(πx)
and the same end cost as before,
h(x) = − sin(πx),
with two different values of W . Figures 3.2-3.9 show the numerical results for
both cases.
The effect over time of the flow on the end cost is best observed in terms of
what we will call the pulled back end cost function H(x, t) := h(X(x, t, tf )) (where
X is the “flow map” described in Chapter 1.3). This function is discussed in more
detail in Chapter 4 but is essentially the cost-to-go if one were to turn off the
control. It is shown for the two present examples in Figure 3.6. As confirmed by
this figure, H(x, tf ) = h(x). The end cost h is 0 at all four visible fixed points of
the flow f but x = 1 and x = 3 are stable and x = 0 and x = 2 are unstable. The
minima of h lie between fixed points and are more easily reached from below.
The question, besides which of the two minima to seek, is whether the ease
of arriving from below is worth the effort of escaping the unstable fixed point
initially. These questions are answered in terms of three shocks, which divide the
trajectories into four distinct groups: two for each minimum of h. For example,
in Figure 3.4(a), the control jumps from −s (blue) to 0 (green) at x(0) ≈ 0.3,
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from 0 to s (red) at ≈ 1.7, and from −s to 0 again at 2.3 (since obviously the
flow is a sinusoid of period 2). For x(0) ∈ [0.3, 1.7] (and [2.3, 3.0]) one knows it
is impossible to get very close to the minimum of the end cost, and the optimal
strategy is to wait and apply control u < 0 near the end. These trajectories
(the majority) are almost indistinguishable in Figures 3.5(a), 3.3(a), and 3.7(a).
For x(0) ∈ [1.7, 2.3] (and [0.0, 0.3]) the optimal strategy is to use more control,
concentrated near the beginning, and drift in from below to arrive precisely at
the minimum of h. Basically, for the larger W , the regions where its worth it to
arrive from below are smaller. Figure 3.9 shows very well how each adaptive grids
focus on the three shocks at time t = 0.
This flow was chosen to highlight the non-greedy nature of the optimal control.
This is best captured in Figure 3.7 by the evaluation along the trajectories of the
pulled back end cost H. In both cases, several trajectories climb up and over the
maximum of this function in order to eventually reach its minimum. In Figure
3.6(a), at time t = 0, the (red) maximum and (blue) minimum of H are both
concentrated near the unstable fixed point at x = 2 and the trajectories that
climb the maximum are below it and above the main shock. Naturally, this
efficiency is much larger at the unstable fixed points x = 0 and x = 2, and the
trajectories nearby are aware of it and indeed exploit it in order to make it all the
way over said maximum. Secondly, it dies out exponentially over time, explaining
the concentration of control effort at the beginning. In summary, the pulled back
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end cost and its gradient very effectively relate the optimal control not to the flow
itself but to the effect over time of the flow on a particular end cost.
The main shock dies out at time t ≈ tf − 0.2, as in the example of Section
3.4.1. The two secondary shocks die out significantly before that. Practically
speaking this means that if one were to release another fleet of vehicles at, say,
time t = 1.5, they would organize into just two groups instead of four. Moreover,
their final states would be much more spread out within the two basins of the
end cost h. It’s worth mentioning that the reason for simulating the feedback
control beginning solely at time t = 0, and for choosing such a large final time tf ,
is to focus on the special “attractive” trajectories around which other trajectories
organize themselves given enough time, and to sufficiently capture the associated
plateau-shaped steady state of the solution V (x, t) in backwards time.
Finally, note that the for the larger W the hard bound s is irrelevant, since it
turns out to exceed the maximum observed value the optimal control law.

111

(a) Cost-to-go V (x, t) and optimal trajectories x(t) for W = 1

(b) Cost-to-go V (x, t) and optimal trajectories x(t) for W = 10

Figure 3.2: Cost-to-go V (x, t) and optimal trajectories x(t) for (a) W = 1 and (b)
W = 10 in the 1D time-invariant case of Section 3.4.2. Three shocks (cusps in V )
divide the trajectories into four groups. For W = 1 (a) the main shock is at x ≈ 0.3
and terminates at t ≈ 1.8, arising from the minima at x = 0.5 and 2.5 of the end cost
h(x) = V (x, tf ). The secondary shocks at x ≈ 1.7 and 2.3 terminate at t ≈ 1.1 and
arise from the two opposing strategies for each of the two minima of h: expend more
energy (earlier) and terminate right at the minimum, or expend less energy (later) and
pay a larger end cost. For W = 10 (b) the shocks are closer together and terminate
earlier, and of course V (x, t) is greater for all (x, t).
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(a) Cost-to-go V (x(t), t) along optimal trajectories x(t) for W = 1

(b) Cost-to-go V (x(t), t) along optimal trajectories x(t) for W = 10

Figure 3.3: Cost-to-go V (x(t), t) along optimal trajectories x(t) for (a) W = 1 and
(b) W = 10 in the 1D time-invariant case of Section 3.4.2. The topmost curves here
correspond to the trajectories x(t) initialized on the plateaus of V (light blue or green)
in Figure 3.2 (the majority). For W = 10 more of the trajectories are in this group and
V is greater everywhere.
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(a) Feedback control law u(x, t) and optimal trajectories x(t) for
W =1

(b) Feedback control law u(x, t) and optimal trajectories x(t) for
W = 10

Figure 3.4: Feedback control law u(x, t) and optimal trajectories x(t) for (a) W = 1
and (b) W = 10 in the 1D time-invariant case of Section 3.4.2. The three shocks—cusps
in the cost-to-go V (x, t)—are more visible here as discontinuities in u. The control u is
saturated in much of the domain for W = 1 (a) but not for W = 10 (b).
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(a) Control u(x(t), t) along optimal trajectories x(t) for W = 1

(b) Control u(x(t), t) along optimal trajectories x(t) for W = 10

Figure 3.5: Control u(x(t), t) along optimal trajectories x(t) for (a) W = 1 and (b)
W = 10 in the 1D time-invariant case of Section 3.4.2. For W = 1 (a) the trajectories
terminating at x ≈ 0.7 and 2.7 in Figure 3.4(a) (the majority) have a burst of energy
and u = −s = −1 at t = tf = 2. Conversely u decreases over time for the handful of
trajectories within reach of x(tf ) = 0.5 or 2.5. For W = 10 (b) the trend is the same,
but the higher cost of energy means |u| is “softly” constrained well within the hard
bound of s = 1. This reveals the true benefit of an early transition from a stable fixed
point to an unstable fixed point in that the initial value of u is as much as four times
as large as the final value of u.
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(a) Pulled back end cost H(x, t) and optimal trajectories x(t) for
W =1

(b) Pulled back end cost H(x, t) and optimal trajectories x(t) for
W = 10

Figure 3.6: Pulled back end cost H(x, t) and optimal trajectories for (a) W = 1 and
(b) W = 10 in the 1D time-invariant case of Section 3.4.2. The optimal control exploits
the sensitivity of H near the unstable fixed point at x = 2, and ascends its slope locally
to ultimately descend it globally. For W = 10 (b) fewer trajectories can afford to do
this.
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(a) Pulled back end cost H(x(t), t) along optimal trajectories x(t)
for W = 1

(b) Pulled back end cost H(x(t), t) along optimal trajectories x(t)
for W = 10

Figure 3.7: Pulled back end cost H(x(t), t) along optimal trajectories x(t) for (a)
W = 1 and (b) W = 10 in the 1D time-invariant case of Section 3.4.2. For W = 1 (a)
the five trajectories initialized just below x = 2 in Figure 3.6(a) ascend from H near 0
to H = 1 in order to ultimately reach H ≈ −1. This non-monotonic gradient descent
(enabled by the sensitivity of H) highlights the non-greedy nature of optimal control.
For W = 10 just two trajectories exhibit this behavior.
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(a) Cost-to-go V (x, t) at t = 2 (top), 1 (middle) and 0 (bottom)
for W = 1

(b) Cost-to-go V (x, t) at t = 2 (top), 1 (middle) and 0 (bottom)
for W = 10

Figure 3.8: Time slices of cost-to-go V (x, t) for (a) W = 1 and (b) W = 10 in 1D
time-invariant case of Section 3.4.2. Computation proceeds backward in time, from
t = tf = 2, where V (x, t) = h(x) (the sinusoidal end cost), to t = 0, where V (x, t)
appears close to a steady state—two plateaus and two valleys. The shocks (cusps) are
more visible here than in the color plot of Figure 3.2. For W = 10 (b) the shocks are
closer together and V is greater.
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(a) Level of refinement L at t = 0 for W = 1

(b) Level of refinement L at t = 0 for W = 10

Figure 3.9: Level of refinement L of the adaptive grid at t = 0 for (a) W = 1 and
(b) W = 10 in the 1D time-invariant case of Section 3.4.2. The refinement is based on
linearly interpolated error estimates for the cost-to-go slice V (x, 0) of Figure 3.8. The
resulting grid resolution ranges from ∆x = 0.15 (L = 1) to ∆x ≈ 2.3 × 10−6 (L = 17)
and peaks at the shocks (the cusps of V ). No explicit bound on L is needed, as long as
V is continuous.
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3.4.3

Spatially varying and time-varying flows

The final example considers the flow

f (x, t) = sin(πx)(sin(πt) + 0.5),

i.e. a time-varying version of the flow from the previous example, and the same
end cost
h(x) = − sin(πx).
Figures 3.10-3.17 show the numerical results.
Here, the flow of the previous examples is multiplied by a number that varies
between −0.5 and 1.5. As such, the net effect is similar to that of the timeinvariant case, but not quite as strong, since it is temporarily counteracted while
the multiplier is negative. In particular, the region where the pulled back end cost
is positive (red) in Figure 3.14 gets narrower in backward time but not without
temporarily widening at times.
In addition, V (x, 0) is generally less here (in Figure 3.16) than in the timeinvariant case (i.e. in Figure 3.8(a)), largely because the flow is zero at the final
time, i.e. f (x, tf ) = 0; the trajectories drifting in to the minima of h from below
need not get as close to the unstable fixed point initially, and those above, who
saved their energy for the end, are fighting much less current. In fact, it is not clear
whether the secondary shocks from the time-invariant case are actually shocks
here—whether the jumps in control values are truly discontinuities; the difference
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between the two strategies is fairly small. On the other hand, the main shock is
basically the same as in the time-invariant case, but with oscillations.
Overall, the time-varying case is not fundamentally different from the timeinvariant case. The key solution features are still the shocks and the non-greedy
exploitation of sensitivity in the flow. Note however the lack of a (non-periodic)
steady state for V (x, t) in backward time.
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Figure 3.10: Cost-to-go V (x, t) and optimal trajectories for example of Section 3.4.3.
Compared to Figure 3.2(a), the main shock oscillates in time and the two secondary
shocks is are less distinct; in other words there is a smoother transition between the
“h = −1” strategy and the lower-energy strategy.

Figure 3.11: Cost-to-go V (x(t), t) along optimal trajectories x(t) for the example of
Section 3.4.3. The two main strategies are to expend more energy (earlier) and arrive
precisely at a minimum of h = −1 of expend less energy (later) and pay a higher end
cost h, as in Figure 3.3(a), but less extreme, and time-varying.
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Figure 3.12: Optimal feedback control law u(x, t) and optimal trajectories for example of Section 3.4.3. The main shock is where u jumps discontinuously from green or
blue to red. It terminates at t ≈ 1.8, just like in Figure 3.4(a).

Figure 3.13: Optimal control signals u for the example of Section 3.4.3. The “top”
group of signals expend more energy (earlier) and the “bottom” group of signals expend
less energy (later), as already described in several instances. The hard input constraint
of s = 1 only affects the “topmost” signal here.
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Figure 3.14: Pulled back end cost H(x, t) and optimal trajectories for example of
Section 3.4.3. The attraction of the red peak and blue valley to x = 2 in reverse time is
much less extreme than in Figure 3.6(a) (due to the time-varying reversal of the flow),
but several trajectories still cross over the red peak.

Figure 3.15: Pulled back end cost H(x(t), t) evaluated along optimal trajectories x(t)
(shown in Figure 3.14) for the example of Section 3.4.3. The crossing of the peak of
h by three trajectories again highlights the non-greedy nature of optimal control, as in
the time-invariant results of Figure 3.7.
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Figure 3.16: Backward computed cost-to-go V (x, t) for the example of Section 3.4.3
t

at times t = tf = 2 (where V = h), t = 2f = 1 (moderately flattened), and t = 0 (most
flattened). Compare to the time-invariant result of Figure 3.8(a).

Figure 3.17: Level of refinement L for adaptive grid defining the cost-to-go slice
V (x, 0) (shown in Figure 3.16) for the example of Section 3.4.3. Compare to the timeinvariant result of Figure 3.9(a).
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3.5

2D Algorithm

This section extends the semi-Lagrangian algorithm of Section 3.3 from 1D to
2D. First is the finite difference scheme, then the point-wise minimization, and
finally the adaptive grid. The main differences are due to the fact that in 2D the
primary grid elements are triangles instead of edges.

3.5.1

Semi-Lagrangian discretization of HJB equation

The 2D version of (3.4) is

V (x, y, t) = min

min

σ∈G (x0 ,y 0 )∈B∩σ

V σ (x0 , y 0 ) · ∆t,

(3.5)

where now the grid elements σ ∈ G are triangles, (x0 , y 0 ) = (x, y)+((f, g)+(u, v))·
∆t, B is the closed ball of radius s∆t centered at (x, y) + (f, g)∆t, and
V σ (x0 , y 0 ) := V1σ + Vxσ (x0 − xσ1 ) + Vyσ (y 0 − y1σ ) + W (u2 + v 2 )∆t.
Here the gradient (Vxσ , Vyσ ) = ∇V σ is defined from the triangle vertex values xσ1 ,
xσ2 , xσ3 , V1σ , V2σ , and V3σ by the solution of the linear system

 





xσ2

−

xσ1

y2σ

−

y1σ

xσ3 − xσ1 y3σ − y1σ





Vxσ
Vyσ
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=
 

V2σ

−

V1σ

V3σ − V1σ






3.5.2

The exact point-wise minimum in 2D: quadratic objective with nonlinear constraints

Substituting u =

x0 −x
∆t

− f and v =

V σ (x0 , y 0 ) =

y 0 −y
∆t

− g into (3.5) ultimately yields

W
2
|(x0 , y 0 ) − (x∗ , y ∗ )| + C σ ,
∆t

(3.6)

where
∇V σ
(x , y ) := (x, y) + (f, g) −
2W
∗



∗


∆t

gives the minimum
C σ := V1σ + Vxσ (x∗ − xσ1 ) + Vyσ (y ∗ − y1σ ) + W −

∇V σ
2W

2

∆t

in the absence of the constraint (x0 , y 0 ) ∈ B ∩ σ. Note that the unconstrained
optimal control here matches the form − ∇V
mentioned previously.
2W
Equation (3.6) shows that the quadratic objective function V σ (x0 , y 0 ) has circular level sets. As such, the constrained minimum
min

(x0 ,y 0 )∈B∩σ

V σ (x0 , y 0 )

is given simply the point (x0 , y 0 ) ∈ B ∩ σ nearest to (x∗ , y ∗ ) in the Euclidean norm,
regardless of the value of the constant C σ . Recall that in 1D the “projection” of x∗
onto the boundary of B ∩σ = [x0min , x0max ] is trivial, since there are just two critical
points (x0min and x0max ) and three cases for x∗ . In 2D things are more complicated;
the closed ball B and triangle σ yield one nonlinear inequality constraint and
three linear inequality constraints respectively.
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Our algorithm for constraining/projecting (x∗ , y ∗ ) “into” B ∩ σ works as follows:
1. Consider whether (x∗ , y ∗ ) ∈ B ∩ σ already.
2. Consider the individual projections of (x∗ , y ∗ ) onto the circular boundary
∂B and onto each of the three lines defining the triangle σ.
3. Consider the three vertices of the triangle σ and the up to six intersections
between the lines defining σ and the circle.
4. Consider whether B ∩ σ is empty.
Examples of cases 1-3 are shown in Figure 3.18. The order here was chosen to
work as efficiently as possible. In a preliminary implementation, we attempted
to determine the specific case of (x∗ , y ∗ ) more explicitly, using the well-known
Karush-Kuhn-Tucker (KKT) necessary conditions. The KKT conditions consider
many special sub-cases of the above cases. We found it algorithmically simpler if
not computationally more efficient to naively compare the value of the quadratic
objective for the above cases as needed. Care was taken to ensure that the obtained
solution is correct and thus consistent with the KKT conditions.

3.5.3

Adaptive grid

The extension of the adaptive grid of Section 3.3.3 from 1D to 2D is not trivial,
but not difficult either. The primary grid elements are right (45-45-90-degree)
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Figure 3.18: Schematics of the unconstrained optimum (x∗ , y ∗ ) being constrained to
B ∩ σ for examples of the cases 1-3 described in Section 3.5.2. In case 1 none of the
four inequality constraints is binding. In case 2 the one nonlinear constraint is binding.
In case 3 both the nonlinear constraint and one of the linear constraints are binding.
Each triangular element σ of the adaptive grid at t + ∆t reachable from the given grid
point (x, y, t) yields a constrained optimization problem with a different point (x∗ , y ∗ ).

triangles, stored—like the edges—in a fixed array of binary tree data structures.
Triangles point to vertices and edges, which are specified as either hypotenuses or
legs.
The only new parameter is ny . Instead of just nx root edges, the initial grid
now involves nx by ny rectangular root “cells”; these cells aren’t defined explicitly,
but are used in searching for triangles. In addition there are 2nx ny root triangles
(2 per cell), 3nx ny + nx + ny root edges, and (nx + 1)(ny + 1) initial vertices (not
including those at edge centers).
Refinement proceeds as in 1D, with a queue of refinable leaf edges. The main
complication is that after splitting an edge one must split the triangles to either side, and connect child edges to child triangles, paying close attention to
their orientations relative to one another. Also, we maintain the convention the
length of a grid element is inversely proportional to 2L , where L is the level
of refinement. Specifically, the area of a triangular grid element is given by
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1
2



xmax −xmin
nx



ymax −ymin
ny



· 2−2L . Hence each triangle bisection increments L by

0.5.
Maintaining the gradedness of the grid works differently than in 1D, but is still
remarkably simple. Before splitting a given edge, one simply splits the hypotenuses
of any neighboring triangles (not identical to the given edge). In other words, one
never splits a triangle leg, and thus only splits the right triangles into more right
triangles.

3.6

2D Results

This section presents and discusses the solutions for two examples in 2D. Section 3.6.1 considers the case of spatially varying but time-invariant “gyre” flow,
for which the end cost function h is also a stream function. Section 3.6.2 considers a periodically time-varying version of the same flow, with the same end cost.
All the problem parameters, algorithm parameters, and performance statistics are
given in Tables 3.4, 3.5, and 3.6, respectively.

3.6.1

Time-invariant three gyre flow

This example and that of Section 3.6.2 both consider the end cost
h(x, y) = − sin(πx) sin(πy),
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Table 3.4: Problem parameters for 2D minimum energy examples
Example
f (x, y, t)
g(x, y, t)
h(x, y)
W
s
[xmin , xmax ]
[ymin , ymax ]
tf
(x0 , y0 , t0 )

3.6.1
3.6.2
0.1π sin(πx) cos(πy)
0.1π sin(πc(x, t)) cos(πy)
−0.1π cos(πx) sin(πy) −0.1πcx (x, t) cos(πc(x, t)) sin(πy)
− sin(πx) sin(πy)
− sin(πx) sin(πy)
10
10
1
1
[0, 3]
[0, 3]
[0, 1]
[0, 1]
10
10
30 by 10 grid w/ t0 =0
30 by 10 grid w/ t0 =0

Table 3.5: Algorithm parameters for 2D minimum energy examples
Example
∆Vmax
nx
ny
nt

3.6.1
5e-4
30
10
100

3.6.2
5e-4
30
10
100

Table 3.6: Performance statistics from t = 0 slice of 1D minimum energy examples
Example
3.6.1
3.6.2
Max. observed level of refinement L 8.0
9.0
Approx. no. vertices
18,800 47,900
Approx. max. trajectory error e
0.020 0.021
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visible in Figure 3.20(c) and this example considers a time-invariant three-gyre
flow having h as a stream function, namely
f (x, y, t) = f (x, y) = −hy (x, y) = 0.1π sin(πx) cos(πy);
g(x, y, t) = g(x, y) = hx (x, y) = −0.1π cos(πx) sin(πy),
which is shown in terms of a snapshot of the time-varying three gyre flow of
Section 3.6.2 in Figure 3.28(b). Figures 3.19-3.27 show the results.
The implicit “target” states—the minima of h—coincide with two of the three
elliptic fixed points of the flow. This is in contrast to the 1D example of Section
3.4.2, where, recall, the targets lie in the strongest regions of the flow. Moreover,
the end cost function h being a stream function means that the so-called pulled
back end cost is simply the end cost h itself, that is H(x, y, t) = h(x, y). As a
result, the direction of the optimal control near these implicit target states is quite
obvious: toward the target, and thus transverse to the streamlines of the flow. The
availability of this mechanism in a Hamiltonian flow is used in the [66] to obtain
conditions for controllability. As in Section 3.4.2, the main question addressed by
the optimal control is which of the two targets to pursue and is answered in terms
of a shock.
For our purposes recall a shock is a cusp in the cost-to-go V , or a discontinuity
in the gradient of V . Whereas for 1D flows (time-varying or not) it forms a 1D
curve in space-time and thus a 0d point in each time slice, for 2D flows it forms a
2D surface in space-time and thus a 1D curve in each time slice. In this particular
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example the main shock (and the only one that is present at time t = 0) forms an
S-shaped curve in the center gyre that is quite obviously related to the clockwise
rotation there. The cusp in V itself, e.g. in Figure 3.19(a), though captured
quite sharply by the adaptive grid, is hard to see. The shock is easier to see as a
discontinuity in the control—essentially the negative gradient of V (e.g. in Figure
3.21(a))—or as a very sharp ridge in the level of grid refinement (e.g. in Figure
3.23(a)). Note that the level of refinement ranges from L = 1.5 to 8.0.
Figures 3.19-3.24 also show, in white, the two resulting groups of simulated
optimal trajectories (with control vectors). Note from Figures 3.21-3.22 that W =
10 is large enough that the control magnitude is nowhere near the hard bound
s = 1.
Also visible in the time slices t = 6 and t = 8, though it doesn’t affect the
simulated trajectories, is a short-lived secondary S-shaped shock intersecting the
main shock at the very center of the flow. Though not investigated very thoroughly, the two smaller areas between the main shock and the secondary shock
are thought to be where the optimal controller simply knows it’s impossible to
escape the center gyre within the time limit, and thus doesn’t try.
The performance of the present algorithm was rather disappointing. It resulted in as many as 20,000 grid points per time slice, but took around a day of
computation on a standard laptop and still yielded significant inaccuracies. In
particular, the same error estimate e that was driven to 3e-4 along the 1D trajec-
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tories of Section 3.4.2 was as large as 2e-2 in the present 2D case and the simulated
optimal control signals (shown in Figure 3.26) were not as smooth as desired, as
in the 1D examples. More largely, doubling the computation time yields only
marginal improvement; in other words, there are still issues with computational
complexity that are not well-understood.
If the grid were uniform, the theoretical computational complexity in 2D could
be summarized as follows. Let N be the number of grid points in each of the nt
time slices. The number of simplexes (triangles) considered for each of the nt N
grid points is roughly proportional to the number of grid points in the subsequent
time slice that are reachable within one time step, which in turn is roughly proportional to N and to the area of the reachable circle. The radius of the reachable
 2
circle is s∆t ∝ nst . Thus the area of the reachable circle is of the order nst ,
 2 
the complexity of computing V at a given grid point is O ns 2 N , and the overall
t
 2

 2 
complexity is O ns 2 N nt N = O ns t N 2 . The N 2 term is very bad. This is in
t

contrast to the O(nt N ) complexity of simpler schemes for simpler PDEs.
It would appear that one could alleviate this by simply increasing nt , for
instance choosing nt ∝ N . Then the overall complexity would appear to be
O(s2 N ). In practice increasing nt did not seem to work. The issue was not
thoroughly investigated, but in addition to the O(nt N ) memory complexity, is
thought to be due to the fact that if N is the average number of grid points per
time slice in an adaptive grid, then the grid points and triangles are concentrated
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in a very small area, and thus the number of reachable simplexes for the average
 2 
grid point is much larger than O ns 2 N . Though some improvement may be
t

possible, this is thought to be a fundamental limitation of the algorithm that was
somewhat overlooked. It has prompted us to look into more Lagrangian methods
that are expected to be closer O(N log N ) instead of O(N 2 ); this is the topic of
Chapter 5.
Despite all this, the adaptive grid resolved the shocks very well, if not too well.
Moreover, the overall feedback control framework appears to be quite robust. The
control trajectories, though not as smooth as desired, do generate state trajectories
that are basically satisfactory, that behave correctly near the shock, and that
capture the basic characteristics of minimum energy control. If the error were
large enough, V might actually increase along trajectories, but that is not the
case here, as shown in Figure 3.25. Finally, recall that one of the signs of an
effective optimal control (if indeed there is much to gain from the optimal control
for this particular example problem) is when the value of the so-called pulled back
end cost function evaluated along trajectories increases temporarily in order to
decrease further in the end. This phenomenon is observed in the present example,
but only just barely (see Figure 3.27); especially compared to the analogous 1D
example. This is largely due to fact, mentioned above, that the pulled back end
cost function is equivalent to the end cost function, which is a stream function of
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the flow. The next example, which considers a time-varying version of the same
flow field, yields the more interesting behavior.
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(a) t = 0.

(b) t = 2.

(c) t = 4.

Figure 3.19: Initial time slices of the cost-to-go V (x, y, t) (color) and optimal trajectories (white markers and arrows) for the example of Section 3.6.1. Though hard to see,
a shock (a cusp in V ) divides the trajectories as they exit the clockwise rotating center
gyre. The main purpose of the adaptive triangular grid is to capture shocks like this.
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(a) t = 6.

(b) t = 8.

(c) t = 10.

Figure 3.20: Final time slices of the cost-to-go V (x, y, t) (color) and optimal trajectories (white markers and arrows) for the example of Section 3.6.1. The shock dies
out and the trajectories essentially cross streamlines to spiral into the two counterclockwise rotating gyres containing the minima of the end cost V (x, y, 10) = h(x, y) (a
stream function of the time-invariant flow (f, g)).
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(a) t = 0.

(b) t = 2.

(c) t = 4.

Figure 3.21: Initial time slices of the size of the optimal feedback control law
(u, v)(x, y, t) (color) and optimal trajectories (white markers and arrows) for the example of Section 3.6.1. The shock (a cusp in the cost-to-go V seen in Figure 3.19) is
more visible here, as a discontinuity in (u, v)). Note that (u, v) is nowhere saturated
and thus its size is proportional to the size of the gradient of V .
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(a) t = 6.

(b) t = 8.

(c) t = 10.

Figure 3.22: Final time slices of the size of the optimal feedback control law
(u, v)(x, y, t) (color) and optimal trajectories (white markers and arrows) for the example of Section 3.6.1. A secondary shock appears and intersects the main shock before
they both die out. Trajectories initialized in the two small regions between the shocks
would exhibit a different behavior because there would not be time to exit the center
gyre.
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(a) t = 0.

(b) t = 2.

(c) t = 4.

Figure 3.23: Initial time slices of the level of refinement L of the triangular grid
elements (color) and optimal trajectories (white markers and arrows) for the example
of Section 3.6.1. The shocks (cusps in the cost-to-go V in Figure 3.19 or discontinuities
in the feedback control law (u, v) in Figure 3.21) are even more visible here as sharp
ridges in L). An increase of one in L means a decrease in the area of a triangular grid
element by a factor of four.
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(a) t = 6.

(b) t = 8.

(c) t = 10.

Figure 3.24: Final time slices of the level of refinement L of the triangular grid
elements (color) and optimal trajectories (white markers and arrows) for the example
of Section 3.6.1. See also Figures 3.20 and 3.22.
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Figure 3.25: Cost-to-go V along optimal trajectories for the example of Section 3.6.1.
V is monotonically decreasing, which indicates at least a basic level of accuracy.

Figure 3.26: Size of control (u, v) along optimal trajectories for the example of Section
3.6.1. Signals are not as smooth as desired. Note that the hard constraint |u2 + v 2 | ≤
s = 1 turns out to have no effect (other than to scale the complexity of the point-wise
optimization procedure).
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Figure 3.27: Pulled back end cost H(x, y, t) along optimal trajectories for the example
of Section 3.6.1. Transient growth of this value (evidence of the benefit of the optimal
control over a simpler, more greedy gradient descent algorithm) is very limited. This
is because the pulled back end cost function is actually a stream function of the timeinvariant flow (f, g) and the optimal control is often just to cross streamlines.

144

3.6.2

Time-varying three gyre flow

This example considers the exact same problem as that of Section 3.6.1 except
that it considers the following time-varying version of the previous flow field:

f (x, y, t) = 0.1π sin(πc) cos(πy);
g(x, y, t) = −0.1π cos(πc) sin(πy)cx ,
where c = c(x, t) := 23 ax2 + bx and thus cx = cx (x, t) = 43 ax + b, a = a(t) =
0.25 sin( π5 t), and b = b(t) = 1 − 2a. The results are shown in Figures 3.29-3.39.
The analogous time-invariant results are shown in Figures 3.19-3.27.
The effect of the time-varying component of the flow is a sloshing back and
forth of the center gyre and its two vertical separatrices, and thus chaotic mixing
of passively advected particles. As such the optimal trajectories and the structure
of the shocks in the solution of the HJB equation are much less intuitive and much
more complicated. Snapshots of this flow are shown in Figure 3.28, but it is best
visualized in terms of the pulled back end cost function H, shown along with the
optimal trajectories in Figures 3.35-3.35. The shocks are easiest to see in Figures
3.33-3.34 as ridges in the grid refinement level.
The basins of attraction of the two minima of h are only barely distinguishable
just before time t = 2, when a vertical shock appears to intersect the x-axis at
≈ 2.2 (just left of another vertical shock at x ≈ 2.3), and separates four of the
simulated trajectories from several others nearby. Those several others go on to
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travel all the way from the right gyre, along the bottom of the middle gyre, and
to minimum of h at the center (x, y) = (0.5, 0.5) of the left gyre. Over time,
many shocks appear, disappear, merge, and otherwise change topology. But, as
in the time-invariant three gyre flow of Section 3.6.1, the left and right basins are
basically alone until, some time between t = 4 and t = 6, when, in the present
example, two new areas form, which again correspond to where escaping the center
gyre is impossible—one along the top, and one just below it in the shape of a very
small triangle, which by time t = 8 stretches all the way to the bottom of the
domain.
The most notable difference between this example and the time-invariant case
is that one does witness significant transient growth in the pulled back end cost
along several of the trajectories; from Figure 3.39, it appears that value grows
from as low as ≈ 0.2 to as high as ≈ 0.9, in order to ultimately decrease to
< −0.8. This is almost as extreme as the 1D results shown in Figures 3.7(a) and
3.7(b), for which the problem was specifically designed to highlight this transient
growth (or “non-monotonic descent”) phenomenon.
The pulled back end cost function H(x, y, t) is shown globally in Figure 3.7(a).
As will be described in more detail in Chapter 4.3 this function is computed on
a different adaptive grid than V . The only difference was that the refinement
criterion used was 2L/2 ∆H > ∆max = 0.001 instead of ∆V > ∆Vmax = 0.0005.
The refinement criteria for V could very well be computed this way as well, scaling
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by length, or even area, but this would bias the computation away from the shocks.
Computing the flow map (X, Y ) on which H is based took on the order of half an
hour, compared to about a day for V , both using C++ on a standard laptop. This
yielded ≈ 66000 grid points at time 0 compared to 48, 000; however, the number
of grid points required for a given tolerance grows exponentially in backward time,
rather than peaking and decaying, as shown in Figure 3.43.
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(a) t = 2.5.

(b) t = 5.0.

(c) t = 7.5.

Figure 3.28: Snapshots at times (a) t = 2.5, (b) t = 5.0, and (c) t = 7.5 of the
time-varying three gyre flow for the example of Section 3.6.2. The period of the flow is
10. The time-invariant three gyre flow for the example of Section 3.6.1 corresponds to
Figure 3.28(b).
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(a) t = 0.

(b) t = 2.

(c) t = 4.

Figure 3.29: Initial time slices of the cost-to-go V (x, y, t) (color) and optimal trajectories (white markers and arrows) for the example of Section 3.6.2. V (x, y, 0) is
significantly closer to zero than in the time-invariant result of Figure 3.19, thanks to the
transport of the flow itself. Nevertheless there is a complex pattern of shocks (cusps in
V ). Between t = 2 and t = 4 four trajectories near (x, y) ≈ (2.2, 0.2) break away to the
north, and the two main groups of trajectories become clear.
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(a) t = 6.

(b) t = 8.

(c) t = 10.

Figure 3.30: Final time slices of the cost-to-go V (x, y, t) (color) and optimal trajectories (white markers and arrows) for the example of Section 3.6.2. Between t = 4
and t = 8 a small group of trajectories gets left behind and loiters near the moving
stagnation point at (x, y) ≈ (1, 0) before rejoining the lefthand group.
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(a) t = 0.

(b) t = 2.

(c) t = 4.

Figure 3.31: Initial time slices of the size of the optimal feedback control law
(u, v)(x, y, t) (color) and optimal trajectories (white markers and arrows) for the example of Section 3.6.2. The shocks appear here as discontinuities in (u, v). The red
color at just to the outside of the two prominent horizontal shocks at t = 2 essentially
repel nearby trajectories toward the moving stagnation points at (x, y) ≈ (1, 0) and
(2, 1), so that they don’t get caught in the nearby jets.
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(a) t = 6.

(b) t = 8.

(c) t = 10.

Figure 3.32: Final time slices of the size of the optimal feedback control law
(u, v)(x, y, t) (color) and optimal trajectories (white markers and arrows) for the example of Section 3.6.2. By t = 8 there are just one mostly horizontal and two vertical
shocks. Again, note that (u, v) is nowhere saturated and thus its size is proportional to
the size of the gradient of V .
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(a) t = 0.

(b) t = 2.

(c) t = 4.

Figure 3.33: Initial time slices of the level of refinement L of the triangular grid
elements (color) and optimal trajectories (white markers and arrows) for the example of
Section 3.6.2. Again, an increase of one in L means a decrease in the area of a triangular
grid element by a factor of four.
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(a) t = 6.

(b) t = 8.

(c) t = 10.

Figure 3.34: Final time slices of the level of refinement L of the triangular grid
elements (color) and optimal trajectories (white markers and arrows) for the example
of Section 3.6.2. See also Figures 3.30 and 3.32. Shocks appear, merge, separate, and
eventually die out.
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(a) t = 0.

(b) t = 2.

(c) t = 4.

Figure 3.35: Initial time slices of the pulled back end cost function H(x, y, t) (color)
and optimal trajectories (white markers and arrows) for the example of Section 3.6.2.
The non-monotonic descent of H highlights the non-greedy nature of the optimal control.
The t = 0 adaptive grid for H is larger than that for the cost-to-go V , since H is smooth
but sensitive.
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(a) t = 6.

(b) t = 8.

(c) t = 10.

Figure 3.36: Final time slices of the pulled back end cost function H(x, y, t) (color)
and optimal trajectories (white markers and arrows) for the example of Section 3.6.2.
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Figure 3.37: Cost-to-go V along optimal trajectories for the example of Section
3.6.2. Again, V is less overall than in the time-invariant case, and appears to decrease
monotonically, as it should.
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Figure 3.38: Size of control (u, v) along optimal trajectories for the example of Section
3.6.2. The size appears generally smaller than in the time-invariant result of Figure 3.26,
which complements the observation that V is generally less. Again, the signals are not
as smooth as desired. And again, note that the hard constraint |u2 + v 2 | ≤ s = 1 turns
out to have no effect (other than to scale the complexity of the point-wise optimization
procedure).
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Figure 3.39: Pulled back end cost H(x, y, t) along optimal trajectories for the example
of Section 3.6.2. Unlike in the time-invariant case, this value appears to grow from as
low as ≈ 0.2 to as high as ≈ 0.9, in order to ultimately decrease to < −0.8. As in
the 1D examples of Section 3.4, this non-monotonic descent of the pulled back end cost
function highlights the benefit of the optimal control over a more simpler, more greedy
gradient descent algorithm.
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Figure 3.40: Close up of triangular adaptive grid elements and level of refinement L
along one of the shocks shown in Figure 3.33(a)—a cusp in V (x, y, 0) almost invisible in
Figure 3.29(a). An increase of one in L means bisecting a triangle and its two children.
No explicit bound on L was needed. The refinement criterion is simply ∆V > ∆Vmax ,
where ∆V is a linear error estimate, not an edge difference.

160

Figure 3.41: Close up of triangular adaptive grid elements and pulled back end cost
H(x, y, 0) along a ridge barely visible in Figure 4.8(a). Unlike the cost-to-go V , H is
smooth but still very sensitive.
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Figure 3.42: Estimated error e(x, y, 0) (defined in Section 3.3.4) of the 300 simulated
optimal trajectories for the example of Section 3.6.2. The maximum value of ≈ 0.02 is
unsatisfactorily large, due to the limitation of the present semi-Lagrangian HJB PDE
scheme to first order accurate spatio-temporal discretizations and the computational
complexity of the exact point-wise optimization procedure with respect to the grid size.
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Figure 3.43: Number of grid points in the adaptive triangular grids for the cost-to-go
V and pulled back end cost function H at each time step in the example of Section
3.6.2. The grid size typically peaks for V but grows exponentially for H
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Chapter 4
Feedback Control and the Flow
Map

4.1

Overview

In this chapter we study the relationship between the optimal control and
the structure of the flow itself in terms of the flow map X and what we call the
pulled back end cost function H, defined briefly in Chapters 1 and 3, respectively.
H leads to a simple suboptimal control law which is tested against the optimal
control in 1D and 2D. Some of the 1D results have been published in [60]. The
problem is the same fixed final time minimum energy problem as in Chapter 3.
The more popular application of the flow map has been to compute a scalar
field known as the finite time Lyapunov exponent (FTLE), the ridges of which
are used to identify Lagrangian coherent structures (LCS) [35]. These structures
act as transport barriers and indicate where the effect of small actuations on
the ultimate destination of a vehicle is the greatest. The FTLE field plays an
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important role but it is not the sole lens through which the flow map should be
exploited for control, as seems to be the case in the more heuristic approaches of
[37] and [38].
The chapter is organized as follows. In Section 4.2 we provide the definition
of the flow map X and its Jacobian Xx , proving their key properties. Then we
show how the fixed final time flow map yields a useful coordinate transformation
for the fixed final time optimal control problem. In the transformed coordinates
the flow is zero, but the control input is multiplied by the Jacobian of the flow
map—a time-varying matrix. In Section 4.3 we define the pulled-back end cost
function and prove a bound between it and the optimal cost-to-go function for the
special case where control effort is not penalized i.e. W = 0 (which is not actually
considered in Chapter 3 or elsewhere but relevant conceptually). In Section 4.4
we propose a general class of feedback control laws which we call local Lagrangian
control (LLC), and three specific LLC laws. One of these reduces to the optimal
control for linear time-invariant 1D flows and quadratic end costs, and another
reduces to the optimal control for spatially invariant 1D flows and quadratic end
costs. In Sections 4.5 and 4.6 we test the latter LLC law against the optimal
control for the time-varying 1D example of Section 3.4.3 and for the time-varying
2D three-gyre example of Section 3.6.2, respectively. Finally in Section 4.7 we
conclude the chapter.
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4.2

Transformed problem: zero flow

We begin by restating the fixed final time minimum energy problem using
general (nD) vector notation. Given an initial state x0 ∈ D ⊂ Rn and an initial
time t0 ∈ [0, tf ], minimize the cost functional
Z

tf

W · u(t) · u(t) · dt + h(x(tf ), tf )

J(u(·); x0 , t0 ) :=

(4.1)

t0

with respect to u(·), subject to the constraint
u(t) ∈ Ω := {u0 ∈ Rn : |u0 | ≤ s}

(4.2)

(for all t ∈ [t0 , tf ]) where the state trajectory x(·)—implicitly dependent on the
control input signal u(·)—is the unique solution of the state equation
ẋ(t) = v(x(t), t) + u(t)

(4.3)

x(t0 ) = x0 .

(4.4)

with the initial conditions

In this chapter pairs (x, u) = (x(·), u(·)) satisfying (4.2)-(4.3) will be referred to
as admissible.
In this case the Hamiltonian is
H(x, u, p, t) = (v(x, t) + u) · p + W · u · u

(4.5)

and thus the HJB equation (1.13) is
Vt = − min {(v + u) · Vx + W · u · u}
u∈Ω

and the boundary condition is V (x, tf ) = h(x) as before.
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(4.6)

4.2.1

The flow map

As stated in Chapter 1 let the flow map X : D × [0, tf ]2 → D be defined as
the mapping of points (x, t) in space-time along the (passive particle) trajectories
of the flow field v forward or backward to a given time T , that is, the solution of
d
X(x, t, T ) = v (X(x, t, T ), T )
dT
for which X(x, t, t) = x. In addition, assuming the Jacobian of the flow vx is
defined, the Jacobian of the flow map Xx : D × [0, tf ]2 → Rn×n is also defined.
Later, we will also use “flow map” and X more loosely to refer to the fixed final
time flow map X(x, t) := X(x, t, tf ) and to the evaluation of the fixed final time
flow map along a controlled trajectory X(t) := X(x(t), t), as determined by the
context. Similarly, let Xx (x, t) := Xx (x, t, tf ) and Xx (t) := Xx (x(t), t).

Lemma: transitive property of the flow map
For all (x, t, T, τ ) ∈ Rn × [0, tf ]3 ,
X(X(x, t, τ ), τ, T ) = X(x, t, T ).

(4.7)

The proof is as follows. Let (x, t, T, τ ) ∈ Rn × [0, tf ]2 and, for all T ∈ [0, tf ],
y(T ) := X(x, t, T ) and
z(T ) := X(X(x, t, τ ), τ, T ).
Then, by the definition of X,
yT (T ) = XT (x, t, T ) = v(X(x, t, T ), T ) = v(y(T )) and
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zT (T ) = XT (X(x, t, τ ), τ, T ) = v(X(X(x, t, τ )τ, T ), T ) = v(z(T ), T ).
and
z(τ ) = X(x, t, τ ) =: y(τ ).
That is, for all T ∈ [0, tf ],
yT (T ) = v(y(T ), T ) and
zT (T ) = v(z(T ), T ),
and y(τ ) = z(τ ),
i.e. y and z satisfy the same ODE and coincide at time τ . Hence, by the uniqueness
of solutions of continuous ODEs, they are the same trajectory, i.e. for all T ∈
[0, tf ],
z(T ) = y(T ).
That is,
X(X(x, t, τ ), τ, T ) = X(x, t, T ).
QED.

Lemma: invariance of the (fixed final time) flow map along passive
particle trajectories
Suppose (x, t) ∈ D × [0, tf ] and y(T ) := X(x, t, T ) for all T ∈ [0, tf ]. Then,
for all T1 and T2 ∈ [0, tf ],
X(y(T1 ), T1 , tf ) = X(y(T2 ), T2 , tf ).
The proof is as follows.
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X(y(T1 ), T1 , tf ) := X(X(x, t, T1 ), T1 , tf ),
= X(x, t, tf ),

by (4.7),

= X(X(x, t, T2 ), T2 , tf ), by (4.7),
=: X(y(T2 ), T2 , tf ).
Note, the conclusion of the Lemma (that the flow map is constant along the
nominal trajectory y) is true if and only if, for all T ∈ [0, tf ],
d
X(y(T ), T, tf ) = 0
dT
⇐⇒ for all T ∈ [0, tf ],

Xx (y(T ), T, tf ) · yT (T ) + Xt (y(T ), T, tf ) = 0

⇐⇒ for all T ∈ [0, tf ],
Xx (y(T ), T, tf ) · v(y(T ), T ) + Xt (y(T ), T, tf ) = 0.

(4.8)

In particular,
Xx (y(t), t, tf ) · v(y(t), t) + Xt (y(t), t, tf ) = 0.
i.e. Xx (x, t, tf ) · v(x, t) + Xt (x, t, tf ) = 0.

In summary, the Lemma also states that the flow map Xx solves the advection
PDE Xx · v + Xt = 0. The boundary condition is of course Xx (x, tf , tf ) = x.
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4.2.2

Theorem: change of the (fixed final time) flow map
along controlled trajectories

Now consider the evaluation of the flow map and its Jacobian along an admissible trajectory terminating at the fixed final time T = tf . In other words
consider X(t) = X(x(t), t) = X(x(t), t, tf ) and Xx (t) = Xx (x(t), t, tf ) for (x, u)
satisfying (4.2)-(4.4).
As such, we have the following theorem:

d
X(t)
dt

Ẋ = Xx · u.

= Xx (t) · u(t), or simply
(4.9)

This transformed state equation is analogous to (4.3). The proof of (4.9) is as
follows.
d
X(x(t), t, tf )
dt

= Xx (x(t), t, tf ) · ẋ(t) + Xt (x(t), t, tf ),
by the chain rule,
= Xx (x(t), t, tf ) · [v(x(t), t) + u(t)] + Xt (x(t), t, tf ),
by (4.3)
= Xx (x(t), t, tf ) · u(t)+
Xx (x(t), t, tf ) · v(x(t), t) + Xt (x(t), t, tf ),
by the distributive property,
= Xx (x(t), t, tf ) · u(t),
by Lemma 4.2.1 (4.8).
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Thus the optimal control problem is transformed from (x, t) space to (X, t)
space. If, for instance, h(x) = |x − xf |, then instead of seeking a trajectory
from (x0 , t0 ) to (the vicinity of) (xf , tf ), one seeks a trajectory from (X0 , t0 ) :=
(X(t0 ), t0 ) to (Xf , tf ) := (xf , tf )—since X(tf ) = X(x(tf ), tf , tf ) = x(tf ). Note
that x(t) is easily recovered by x(t) = X(X(t), tf , t), that is, X(X(x(t), t, tf ), tf , t)
(by (4.7)). Given this one-to-one mapping between X and x, the HJB equation
is well defined in the new space. Instead of being simultaneously advected by v
and driven by u per (2.1), backwards in time, the optimal state trajectories and
the surface of the value function V are driven solely by Xx · u; the maximum
size of the effective control depends on the direction of u but it is zero if (and
only if) u = 0. It’s worth mentioning that our transformed trajectories X(t)
and their dynamics appear to be analogous to the concept of “streak lines” of a
flow and the associated vector field derived in [67], which includes a potentially
useful numerical method for computing them, but this is beyond the scope of this
dissertation. Similarly, there may be some advantages to solving the HJB equation
numerically in these new coordinates. However, this has not been attempted; for
the purposes of this dissertation, the advantage of the transformed coordinates is
primarily conceptual.
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4.3

Approximation of V (for the W = 0 case) by
the pulled-back end cost function H

We now temporarily depart from the assumption that W > 0 (maintained
throughout Chapter 3 and throughout the rest of this Chapter) to present a theorem for an explicit bound on the difference between the value function V and
what we will call the pulled-back end cost function, defined in terms of the flow
map X as
H(x, t) := h(X(x, t)),
where again X(x, t) := X(x, t, tf ). Moreover, we assume the gradient is welldefined and given by Hx (x, t) = hx (X(x, t)) · Xx (x, t). As with X, we will also
use H(t) := H(x(t), t) and Hx (t) := Hx (x(t), t) as needed (but not H(x, t, T ) or
Hx (x, t, T )).
The bound is relatively conservative. Nevertheless, it highlights the connection
between the optimal control and the hyperbolicity of the flow field, and it provides
theoretical grounds for suboptimal control schema based on the pulled-back end
cost function, at least for small vehicle speed s and small time horizons tf − t.
Note that for W = 0 the optimal control is non-unique but V is still well-defined.
Although the methods of this chapter are not operator theoretic, it’s important
to point out the role here of the Koopman operator, also known as the composition
operator. Specifically, if we temporarily re-define the end cost function h(x) by

172

h(x, t), then the above definition of the pulled back end cost function H may be
written as
H(x, t) := CX (h)(x, t),
where CX is the Koopman operator for the fixed final time flow map X(x, t), i.e.
CX (h) := (h ◦ X).

(4.10)

Assumptions:
1. W = 0 in (4.1).
2. There exists an upper bound cv on the magnitude of the Jacobian vx of the
flow.
3. There exists an upper bound ch on the magnitude of the gradient hx of the
end cost.

Lemma: bound on flow map Jacobian
Suppose (x, t, T ) ∈ D × [0, tf ]2 . Then
|Xx (x, t, T )| ≤ exp cv (T − t).
This follows intuitively from the fact that
Z

T

vx (X(x, t, τ ), τ ) · Xx (x, t, τ )dτ.

Xx (x, t, T ) = I +
t

We do not yet have a more rigorous proof.
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Lemma: bound on difference between (fixed final time) flow map and
the final state
Suppose (x, t) ∈ D × [0, tf ] and (y(·), u(·)) is an admissible trajectory with
y(t) = x. Then
|X(x, t, tf ) − y(tf )| ≤ s(tf − t) exp{cv (tf − t)}.
The proof is as follows. Consider
Xy (T ) := X(y(T ), T, tf ),
that is, the flow map evaluated along the controlled trajectory, for times T ∈ [0, tf ].
This ”trajectory” can be written in integral form as
y

Z

y

T

X (T ) = X (t) +
t

But also, by Theorem 4.2.2, we have
u(T ), and thus Xy (T ) = Xy (t) +

d
Xy (T )
dT

RT
t

RT
t

Xx (y(τ ), τ, tf ) · u(τ )dτ,

⇐⇒ X(y(T ), T, tf ) = X(x, t, tmax )
+

RT
t

Xx (y(τ ), τ, tf ) · u(τ )dτ,

and in particular
X(y(tf ), tf , tf ) = X(x, t, tf )
+

R tf
t

=

d
X(y(T ), T, tf )
dT

Xx (y(τ ), τ, tf ) · u(τ )dτ,

⇐⇒ X(y(T ), T, tf ) = X(y(t), t, tf )
+

d y
X (τ )dτ.
dT

Xx (y(τ ), τ, tf ) · u(τ )dτ,
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= Xx (y(T ), T, tf )·

⇐⇒ y(tf ) = X(x, t, tf )
+

R tf
t

Xx (y(τ ), τ, tf ) · u(τ )dτ,

and thus
X(x, t, 0) − y(0) = −

R tf
t

Xx (y(τ ), τ, tf ) · u(τ )dτ,

which yields the bound
|X(x, t, tf ) − y(tf )|
= −
≤

R tf

≤

R tf

t

t

R tf
t

Xx (y(τ ), τ, tf ) · u(τ ) · dτ ,

|Xx (y(τ ), τ, tf )| · |u(τ )| · dτ,
exp {cv (tf − τ )} · s · dτ,
by Lemma 4.3 and (4.2),

≤

R tf
t

exp {cv (tf − t)} · s · dτ,
since (tf − τ ) ≤ (tf − t),

≤ exp {cv (tf − t)} · s ·

R tf
t

dτ,

= exp {cv (tf − t)} · s · (tf − t).

4.3.1

Theorem: bound on the difference between value
function and pulled-back end cost function

If the assumptions of Section 4.3 are satisfied, then
H(x, t) − V (x, t) ≤ ch s(tf − t) exp{cv (tf − t)}.
This implies H → V exponentially as t → tf and linearly as s → 0.
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The proof is as follows. By the definition of V , ∃ admissible (y, u) with
y(t) = x for which V (x, t) = h(y(tf )). And
H(x, t) − V (x, t)
= h(X(x, t, tf )) − V (x, t)
= |h(X(x, t, tf )) − V (x, t)|
= |h(X(x, t, tf )) − h(y(tmax ))|,
≤ ch |X(x, t, tf ) − y(tf )|,
≤ ch s(tf − t) exp{cv (tf − t)},

4.4

by Lemma 4.3.

Local Lagrangian Control (LLC) Laws

Unlike x, the transformed state X can be driven in any direction by the control
u, regardless of the strength of the flow. The caveat is that there are generally
fast and slow directions, especially if the flow is approximately area-preserving.
Specifically, the effect of Xx on u is a combination of rotation and scalar multiplication determined by the average ellipticity and/or hyperbolicity of the flow
along the associated passive particle trajectory. Roughly speaking, this effect
grows exponentially backward in time. Some insight can be gained by observing
the maximum of the speed |Ẋ| = |Xx u| with respect to u—essentially the FTLE
field; however, this does not take into account the given control objective.
A better approach is to consider the effect on the time derivative of the pulled
back end cost function

d
H(t)
dt

=

d
h(X(t))
dt
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= hx (X(t)) · Ẋ(t) = hx (X(t)) · Xx (t) ·

u = Hx (t) · u(t) = Hx (x(t), t) · u(t) by a control of the form
u = −s̃

Hx
,
|Hx |

where s ≥ s̃ = s̃(x, t) ≥ 0. This general class of control laws is what we call local
Lagrangian control (LLC). LLC is greedy in the sense that it can only descend
H(x, t) = h(X, t) monotonically; it heeds only what’s happening in the immediate
vicinity of the passive particle trajectory that it’s on. But it does look ahead in
time.
Next we propose and test three specific LLC laws in 1D. Each law is ultimately
modified to satisfy the constraint u ∈ [−s, s], but this is ignored in much of what
follows.
• LLC law 1 is defined by
u(x, t) = −

1
Hx ,
2W

(4.11)

and follows from the approximation of V by H (discussed in Section 4.3)
1
Vx of the HJB
and thus of Vx by Hx in the analytical optimum u = − 2W

equation (4.6).
• LLC law 2 is defined by
1
 Hx ,
u(x, t) = − 
Xx2 −1
2 W + 2vx

(4.12)

where recall vx = vx (x, t) is the Jacobian of the flow v and Xx = Xx (x, t) is
the Jacobian of the flow map. This law is equivalent to the optimal control
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for the special case where the flow is linear and time-invariant and the end
cost is quadratic, i.e. v(x, t) = ax and h(x) = x2 , as shown below. For
vx = 0 law 2 is defined by law 3.
• LLC law 3 is defined by
u(x, t) = −

1
Hx .
2(W + tf − t)

(4.13)

This law is equivalent to the optimal control for the special case where the
flow is divergence-free and the end cost is quadratic, i.e. v(x, t) = v(t) and
h(x) = x2 , as shown below.
We do not consider the more obvious case of s̃(x, t) = s, relevant for the W = 0
“pure end cost” problem discussed briefly in Section 4.3 and closely related to the
minimum time control of Chapter 2, because the optimal control for W = 0 is
generally non-unique and because the optimal control for W > 0 is able to exploit
the structure of the flow in more extreme and interesting ways.

Equivalence of LLC law 2 to the optimal control for 1D LTI flow and
quadratic end cost
Suppose the flow v is linear and time-invariant i.e. v(x, t) = ax for some
scalar constant a = vx (x, t) and the end cost h is quadratic i.e. (without loss of
generality) h(x) = x2 . From Equation (4.5), the Hamiltonian is H(x, u, p, t) =
p
. Thus the HJB equation (4.6)
(ax + u)p + W u2 and is minimized by u = − 2W
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reduces to the Hamilton Jacobi (HJ) equation
Vt =

1 2
V − axVx ,
4W x

and the boundary condition is V (x, tf ) = h(x) = x2 . Rather than solve this
equation directly, we look to the transformed problem.
The transformed coordinate i.e. the flow map is given by X = xea(tf −t) and
its Jacobian is given by Xx = ea(tf −t) . Thus (4.9) reduces to
Ẋ = ea(tf −t) u.
In addition, we define the transformed cost-to-go V 0 (X, t) := V (x, t) and the transformed Hamiltonian H0 (X, u, VX0 , t) := ea(tf −t) uVX0 + W u2 . The optimal control is
1 a(tf −t) 0
u = − 2W
e
VX , and the transformed HJB equation is

Vt0 =

1 2a(tf −t) 0 2
e
(VX ) ,
4W

(4.14)

with the boundary condition V 0 (X, tf ) = X 2 , since X = x at time t = tf .
To solve this new, transformed problem, we look for a solution of the form
V 0 (X, t) = K(t)X 2 , and separate the variables. (4.14) yields
Kt X 2 =

1 2a(tf −t)
e
(2XK)2
4W

dK
),
dt

(where Kt :=

which in turn yields the ODE

e2a(tf −t) 2
Kt =
K
W
and the end condition K(tf ) = 1 (or X(x, t) = 0, for which u = 0 yields the trivial
optimum of V 0 = h(0) = 0). The solution of this initial value problem is
W

K=
W+

2a(tf −t)
−1

e
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2a

if a 6= 0 or

W
W +tf −t

1 a(tf −t)
if a = 0. This yields u = − 2W
e
K(2X), that is,

u=−

ea(tf −t) X
W+

2a(tf −t)

e

(4.15)

−1

2a

a(tf −t)

if a 6= 0 or − eW +tf −tX if a = 0.
Law 2 (4.12) attempts to generalize (4.15), using the fact that a = vx , ea(tf −t) =
Xx , and thus the numerator is 12 ea(tf −t) (2X) =

1
X h
2 x x

=

1
H .
2 x

Unlike Vx , Xx

and thus Hx are technically smooth (assuming v and h are smooth) and easy to
compute. However, it turns out that they are extremely sensitive. Specifically,
this leads to chattering—bouncing back and forth of the trajectory—in the smooth
but very narrow trenches that tend to appear in the surface of H. Hence instead
of using (4.12) directly, we chose to substitute evx (tf −t) for Xx , sacrificing some
of the benefit of the knowledge of Xx in exchange for smoother trajectories. A
method for implementing (4.12) more directly while avoiding chattering would be
of interest.

Equivalence of LLC law 3 to the optimal control for 1D zero flow and
quadratic end cost
Suppose the flow is divergence-free and the end cost is quadratic i.e. v(x, t) =
v(t) and (without loss of generality) h(x) = x2 . In this case the HJB equation is

Vt =

1 2
V − v(t)Vx ,
4W x

but, as before, we look to the transformed problem.
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The transformed state is X(x, t) = x+

R tf
t

v(τ )dτ , the Jacobian is Xx (x, t) = 1,

Hx (x, t) = hx (X(x, t))Xx (x, t) = 2X(x, t), and Ẋ = Xx u reduces to
Ẋ = u.
Letting V 0 (X, t) := V (x, t) and H0 (X, u, p, t) := up + W u2 , the optimal control is
1
p, and the transformed HJB equation is
u = − 2W

Vt0 =

1
(V 0 )2 ,
4W X

(4.16)

with the boundary condition V 0 (X, tf ) = X 2 , since X = x at time t = tf .
To solve this transformed problem, we look for a solution of the form
V 0 (X, t) = K(t)X 2 ,
and separate the variables. (4.16) becomes Kt X 2 =

1
(2XK)2
4W

(where Kt :=

dK
).
dt

This yields Kt = K 2 /W or X(x, t) = 0 (for which u = 0 yields the trivial optimum
of V 0 = h(0) = 0) and satisfies and K(tf ) = 1. The solution of this initial value
problem is K =

W
W +tf −t

and the resulting optimal control is
u=−

X
.
W + tf − t

In all three laws, the sensitivity of Xx is also reflected in Hx . However, we
have found that the chattering issue can be avoided by simply computing H
globally, and simulating the feedback control law using the same fixed time step
semi-Lagrangian point-wise optimization scheme as in Chapter 3.
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Global computation of LLC
Like the optimal control algorithm of Chapter 3, the present suboptimal control
algorithm has two parts. First, it computes the flow map X(x, t) and pulled
back end cost H(x, t) on a sequence of 1D adaptive grids. Second, it simulates
feedback trajectories using the same algorithm as for the optimal control, but
using H instead of V , and replacing W with the appropriate quantity from the
denominator of (4.11), (4.12), or (4.13).
The computation of H(x, t) = h(X(x, t)) at a single point (x, t) comes down
to a simple trajectory computation to obtain X; for simplicity and consistency
we do this via the explicit Euler method. Unlike for V , H requires no pointwise optimization, and the time slices can be computed in any order (since we
don’t attempt to re-use later time slices in the computation earlier ones). However, we have found that for large enough times tf H can take longer to compute
than V for a given adaptive grid tolerance, ∆Hmax = ∆Vmax . Although H is
smooth, it contains more variation than V , since there is no control input; hence
the sensitivity of H with respect to x and the resulting chattering issues previously mentioned. Moreover, in 2D, the refinement criterion used in the end
was 2L/2 ∆H > ∆max , which turned out to be qualitatively better than either
∆H > ∆max or 2L ∆H > ∆max .
This approach for computing the suboptimal control, globally, as with the
optimal control, was chosen for convenience, and because the global picture of H
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itself is very illustrative. However, one of the potential benefits of the suboptimal
control over the optimal control would be the ability to compute it locally without
computing it globally. The challenge would be the sensitivity and chattering
issues.

4.5

1D Results: Time-Varying Example of Section 3.4.3

The three local Lagrangian control laws (4.11)-(4.13) were tested for the timevarying nonlinear 1D example of Section 3.4.3, with evx (tf −t) replacing Xx in (4.12)
as mentioned. Figures 4.1-4.4 show the detailed results for law 3 (4.13) alone,
since it generally outperformed the other two, as shown in 4.5. The adaptive grid
tolerance for computing H was ∆max = 1e-5.
The suboptimal trajectories are greedy in that they descend the pulled back
end cost H monotonically. H is and Hx are shown in Figures 4.1 and 4.6 respectively. For example, the large negative gradients in H near (x, t) = (0, 0.5) and
(2, 2.5) are sensed (not at a distance but rather locally) and rapidly descended by
the two nearby trajectories (for which u saturates at s = 1 in Figure 4.4). These
two are the only trajectories for which u > 0. This is because of how the positive
gradients of Hx are squeezed by the stable fixed points at x = 0 and x = 2 in
backward time. The gradient Hx is also very informative for the optimal control.
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Compared to the optimal trajectories, the suboptimal trajectories generally
arrive closer to the minima of the end cost, but expend more energy, shown in
Figures 4.2 and 4.4 respectively. Instead of a long shock (a cusp in the cost-to-go
V ) at x ≈ 1.7, the two groups of trajectories are delineated by the compact but
smooth peak in H. Additionally, there is a smoother transition between the (few)
trajectories for which u > 0 and the trajectories for which u is more negative.
The evaluation of the flow map itself, i.e. the transformed coordinate X(t) is
shown in Figure 4.7 for both the optimal trajectories and the suboptimal trajectories.
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Figure 4.1: Pulled back end cost function H(x, t) and trajectories resulting from
LLC law no. 3 (4.13). The suboptimal trajectories compare fairly well to the optimal
trajectories of Figure 3.10, but do not cross the red peak in H and tend to converge too
quickly to the blue valley near x = 2.

Figure 4.2: Pulled back end cost H evaluated along the trajectories of local Lagrangian control law no. 3 (4.13). Unlike the optimal trajectories of Figure 3.15 the
suboptimal trajectories can only descend H monotonically.
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Figure 4.3: Suboptimal feedback control law u(x, t) no. 3 (4.13) and resulting trajectories. u is technically smooth, but has an almost discontinuous jump from −s = −1
(blue) to s = 1 (red) just slightly below x = 2, exactly where H(x, t) has a peak in Figure 4.1. This is slightly above where the optimal control law u(x, t) has a discontinuity
(a shock) in Figure 3.12.

Figure 4.4: Control u along suboptimal trajectories of (4.13). Compare to optimal
trajectories of Figure 3.13. Heuristic trajectories generally appear to consume more
energy; in other words |Hx | tends to overestimate |Vx |.
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Figure 4.5: Total trajectory costs for three tested local Lagrangian control laws. The
costs are bounded above by the pulled back end cost H(x, 0) (the red curve) and below
by the optimal cost-to-go V (x, 0) (the green curve) of Figure 3.16 as they should be.
LLC law 3 (4.13) (cyan os, bottom) outperformed both law 1 (4.11) (blue xs, middle)
and law 2 (4.12) (black +s, top). Law 2 also outperformed law 1 for some points near
the two minima.
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Figure 4.6: Gradient of pulled back end cost function Hx (x, t) (scaled via cube root)
and suboptimal trajectories x(t) resulting from LLC law no. 3 (4.13). Recall Hx = hx Xx
where h is the end cost and Xx is the Jacobian of the flow map X. In other words,
Hx is the sensitivity of the future terminal cost h to the immediate control input u.
Hence the proportionality of u to Hx in the proposed LLC laws. In the present case
in particular, u also increases as the time remaining decreases; hence its saturation in
much of the domain for t = tf = 2 in Figure 4.3.

188

(a) Flow map evaluated along optimal trajectories

(b) Flow map evaluated along suboptimal trajectories

Figure 4.7: Transformed (a) optimal and (b) suboptimal trajectories X(t) for the
1D time-invariant example of Section 3.4.3. Recall X(t) := X(x(t), t) := X(x(t), t, tf )
is simply the evaluation of the fixed final time flow map along the trajectory x(t) and
Ẋ = Xx u. X = 0.5 and 2.5 are the passive particle trajectories terminating at the
desired minima of the end cost h. Fewer suboptimal than optimal trajectories end up
near these points, but the ones that do approach them much more quickly, in other
words too quickly.
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4.6

2D Results: Time-varying Three-Gyre Example of Section 3.6.2

The extension of LLC law 3 (4.13) to 2D is straightforward and is given by
1
Hx (x, t) or
u(x, t) = − 2(W +t
f −t)

(u, v)(x, y, t) = −

1
(Hx , Hy )(x, y, t),
2(W + tf − t)

(4.17)

with saturation at |(u, v)| = s. The equivalence to the optimal control follows
as well for spatially-invariant flows (f, g)(x, y, t) = (f, g)(t) and for the quadratic
end cost h(x, y) = x2 + y 2 but this obviously doesn’t include all divergence free
flows as in 1D and we don’t show it rigorously.
This control was simulated for the time-varying three gyre flow of Section
3.6.2. The results are shown in Figures 4.8-4.22, and compared to the optimal
trajectories. The maximum cost of a suboptimal trajectory was ≈ 0.4, as shown in
Figure 4.20, compared to ≈ −0.4 for the optimal trajectoires. Measured relative
to the minimum possible cost of -1, this is an increase by a factor of more than
three 3; this isn’t all that surprising given the local nature of the control, and the
cost was more comparable to the optimal in much of the domain.
The bulk of the computation was to obtain the flow map X and its Jacobian
Xx from which the pulled back end cost H (shown along with snapshots of the
suboptimal trajectories in Figures 4.8-4.9) and its gradient Hx and thus the LLC
(4.17) are defined. This took on the order of half an hour, as mentioned in Section
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3.6.2, where H was also visualized with the optimal trajectories. In addition is the
marginal cost of simulating the controlled trajectories. Hx is used for visualization
of u globally but recall that to avoid chattering issues the control defining the
trajectories is computed by direct point-wise minimization of H at fixed time
steps, in the same way as the optimal control is computed directly from V and
not Vx .
Snapshots of the size of the suboptimal control law and the suboptimal trajectories are shown in Figures 4.10 and 4.11. The suboptimal control is even less
(numerically) smooth than the optimal control; it captures all of the sensitivity of
H, which exists despite the fact that H is (analytically) smooth. It saturates at
s = 1 in much of the domain, unlike the optimal control of Figures 3.31 and 3.32
(for which the color scales is different). Figures 4.18 and 4.19 show these things.
In contrast, the gradient of H is “sensed” by the optimal control as well, but not
just locally, so the control exploits the large negative gradients in a more paced
manner, often ascending H en route.
The transformed state coordinate X(t) = X(x(t), t, tf ), that is, the evaluation
of the fixed final time flow map along a trajectory x(t), is shown in Figure 4.22
for both the optimal and suboptimal trajectories, along with the original state
coordinates in Figure 4.21. This perspective is discussed conceptually throughout
this chapter. The idea is to isolate the dynamics of the vehicle position x relative
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to the flow. The result is that Ẋ = 0 ⇐⇒ u = 0 but that u no longer enters
isotropically, since it is multiplied by the time-varying matrix Xx .
The cost-to-go V (x, t) = V 0 (X, t) is plotted versus X and t, along with the
transformed optimal trajectories X(t) in Figures 4.12-4.13. Note that the relationship of the cost-to-go V and the the pushed forward cost-to-go V 0 is analogous to
that of H and h, in that V = CX (V 0 ), where CX is the Koopman or composition
operator defined by (4.10). To compute V 0 from V we use the inverse (backward
in time) Koopman operator, computing the flow map backward in time from the
grid points X at time tf to yield non-grid points x at time t, and interpolating V
(quadratically) at x from the adaptive triangular grid at time t.
Though not attempted in this dissertation, one could solve the HJB equation
directly in (X, t) space, as discussed previously, perhaps simultaneously computing X and Xx in backward time. One of the potential advantages is that the
transformed cost-to-go V 0 (X, t) decreases monotonically in backward time. As
mentioned in Section 1.2.3, monotonicity like this is what allows one to replace
the more general Level Set Methods for implicit front tracking with the faster
Ordered Upwind Methods like the Fast Marching Method. One foreseen obstacle
to deriving a similar method for the present time-varying case is that the performance of OUMs degrades as the minimum speed of the tracked front (in our case
simply the norm of Ẋ = Xx u) goes to zero. The extreme dependence of the front
speed on the direction of u is manifested by stretching in the level sets of V 0 . The
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structures captured by Xx that guide this stretching and in turn the trajectories
X(t) can be visualized more directly in terms of the finite time Lyapunov exponent
(FTLE) field.
Figures 4.14-4.15 show a scaled version of the FTLE field, along with the
transformed optimal trajectories X(t). In fact, the FTLE field is defined directly
from the induced norm of Xx , that is,
max1 |Xx u| ,
u∈S

i.e. the factor of increase in the transformed vehicle speed Xx u in the fastest
direction. The induced norm is computed as the largest singular value of the
symmetric matrix XT
x Xx —the square root of the maximum eigenvalue. The FTLE
is defined as the natural logarithm of the induced norm divided by |tf − t|, but
we do not divide by time, since we are interested in the absolute speed in the X
plane, not the time-averaged sensitivity of the flow. Moreover, the flow map X is
computed backward in time from tf to t. This “maximum speed” function is the
most obvious way of visualizing the dynamics Ẋ = Xx u. However, by multiplying
Xx by its transpose, one throws away some of the information.
Figures 4.16-4.17 show (a scaled version of) the scalar field known as mesohyperbolicity first introduced in [36]. In forward time mesohyperbolicity is defined
as

det

Xx − I
tf − t
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.

Like for the FTLE field, we instead compute this quantity in backward time, and
in this case multiply it by (t − tf )2 , so that the color values range from −4 to 8 for
all time. Whereas the FTLE field is based on XT
x Xx and thus doesn’t consider
the case of complex eigenvalues, mesohyperbolicity is based directly on Xx itself
and thus distinguishes not only the regions of hyperbolicity (stretching) in the
flow but also ellipticity/rotation. Specifically, the blue, green, and red regions
indicate (“meso-” or “on-average”) hyperbolicity without rotation, ellipticity, and
hyperbolicity with rotation, respectively.
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(a) t = 0.

(b) t = 2.

(c) t = 4.

Figure 4.8: Initial time slices of the pulled back end cost function H(x, y, t) (color)
and suboptimal trajectories (white markers and arrows) for the time-varying gyre flow.
The suboptimal trajectories are greedy in that they descend H monotonically, unlike
the optimal trajectories shown in 3.35.
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(a) t = 6.

(b) t = 8.

(c) t = 10.

Figure 4.9: Final time slices of the pulled back end cost function H(x, y, t) (color)
and suboptimal trajectories (white markers and arrows) for the time-varying gyre flow
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(a) t = 0.

(b) t = 2.

(c) t = 4.

Figure 4.10: Initial time slices of the size of the suboptimal feedback control law
(u, v)(x, y, t) (color) and trajectories (white markers and arrows) for the time-varying
gyre example. The suboptimal control is much larger than the optimal control shown
in Figure 3.31, and saturated (red) in much of the domain.
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(a) t = 6.

(b) t = 8.

(c) t = 10.

Figure 4.11: Final time slices of the size of the suboptimal feedback control law
(u, v)(x, y, t) (color) and trajectories (white markers and arrows) for the time-varying
gyre example.

198

(a) t = 0.

(b) t = 2.

(c) t = 4.

Figure 4.12: Initial time slices of the pushed forward cost-to-go V 0 (X, Y, t) (color)—
the transformed version of V (x, y, t) of Figure 3.29—and the transformed optimal trajectories (X(t), Y (t)) (white markers and arrows) for the time-varying gyre flow. Recall
in this transformed space Ẋ = Xx u, i.e. the “flow” is zero but the control is multiplied
by the time-varying matrix Xx . Notably, V 0 decreases monotonically in backward time.
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(a) t = 6.

(b) t = 8.

(c) t = 10.

Figure 4.13: Final time slices of the pushed forward cost-to-go V 0 (X, Y, t) (color)—the
transformed version of V (x, y, t) of Figure 3.30—and the transformed optimal trajectories (X(t), Y (t)) (white markers and arrows) for the time-varying gyre flow.
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(a) t = 0.

(b) t = 2.

(c) t = 4.

Figure 4.14: Initial time slices of the finite time Lyapunov exponent field described
in Section 4.6 (color) and optimal trajectories (black markers and arrows) for the timevarying gyre flow. The FTLE field is defined from the induced norm of the Jacobian of
the flow map Xx , in other words the maximum speed of the transformed control Xx u.
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(a) t = 6.

(b) t = 8.

(c) t = 10.

Figure 4.15: Final time slices of the finite time Lyapunov exponent field described
in Section 4.6 (color) and optimal trajectories (black markers and arrows) for the timevarying gyre flow.
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(a) t = 0.

(b) t = 2.

(c) t = 4.

Figure 4.16: Initial time slices of the mesohyperbolicity field described in Section
4.6 (color) and optimal trajectories (black markers and arrows) for the time-varying
gyre flow. In addition to hyperbolicity (stretching), the mesohyperbolicity field also
distinguishes the ellipticity (rotation) of u by Xx , unlike the FTLE field.
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(a) t = 6.

(b) t = 8.

(c) t = 10.

Figure 4.17: Final time slices of the finite time Lyapunov exponent field described
in Section 4.6 (color) and optimal trajectories (black markers and arrows) for the timevarying gyre flow.
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Figure 4.18: Pulled back end cost H(x, t) along suboptimal trajectories for the timevarying gyre example. Compare to H along optimal trajectories of Figure 3.39.

Figure 4.19: Size of control (u, v) along suboptimal trajectories for the time-varying
gyre example. The signals are even less smooth than those of the optimal control signals
of Figure 3.38, and the constraint |u2 + v 2 | = s = 1 in much of the domain. This is
largely due to the sensitive nature of the pulled back end cost H on which the suboptimal
control is based.
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Figure 4.20: Total cost J(x, y, 0) of the suboptimal trajectories for the time-varying
gyre example. The cost is much higher than the optimal cost-go-go V (x, y, 0) shown in
Figure 3.29(a), with a maximum of about 0.4 versus ≈ −0.4. The difference is greater
for instance in the “lobe” of the fluid near (x, y) ≈ (0.3, 0.5) encompassed by a ridge in
the pulled back end cost H in Figure 3.35(a).
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(a) Optimal trajectories

(b) Subptimal trajectories

Figure 4.21: (a) Optimal and (b) suboptimal trajectories (x(t), y(t)) for time-varying
gyre flow field. Recall the sinusoidal end cost h(x, y) has minima at (x, y) = (0.5, 0.5)
and (2.5, 0.5).
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(a) Tranformed optimal trajectories

(b) Transformed subptimal trajectories

Figure 4.22: Transformed (a) optimal and (b) suboptimal trajectories (X(t), Y (t))
for time-varying gyre flow field. The optimal trajectories expends more energy earlier,
where the flow map is more sensitive to the input. In particular it’s easier to see where
(Ẋ, Ẏ ) ≈ 0 and thus (u, v) ≈ 0 here than in the original coordinates. On the other hand
the suboptimal trajectories converge too quickly, consuming more energy but still not
arriving as close to the minima of the end cost; their greedy nature keeps them from
fully exploiting the sensitivity of the flow.
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4.7

Summary and Outlook

This chapter explored the relationship between fixed final time minimum energy trajectories in a flow field and the spatial structure of that flow field, as
captured by the so-called flow map X, its Jacobian Xx , and what we call the
pulled-back end cost function H. First, a simple coordinate transformation was
proposed for the HJB equation based on the flow map that isolates the dynamics
of the vehicle position relative to the flow. Second, the pulled back end cost H was
shown to be a reasonable first approximation of the cost-to-go function V —the
solution of the associated time-varying HJB equation—at least for the case where
the energy weight W = 0 and the vehicle speed s is small. Third, three “local
Lagrangian control” laws were proposed and briefly tested against the optimal
control in 1D, and one of them was demonstrated in more detail in 1D and 2D.
The suboptimal control performed generally well, but was significantly different
from the optimal control. The most notable difference (not surprisingly) was the
inability of the suboptimal control to descend H non-monotonically, which in some
cases increased the trajectory cost by as much as a factor of 3.
The most obvious area of future work is to make the proposed suboptimal
control law(s) more efficient to compute numerically. The current algorithm works
by first computing H and thus X globally. As such it can take longer to compute
the pulled back end cost H used in the suboptimal control than to compute the
optimal cost-to-go V if tf is very large. The true advantage of the proposed
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suboptimal control laws would be the ability to compute it locally. The challenge
is to avoid the chattering associated with the gradient Hx computed in the highly
sensitive areas of the flow that tend to be utilized by the control.
A second possibility for future work is to solve the HJB equation directly in the
transformed state space, perhaps with a variant of the Ordered Upwind Methods
of Section 1.2.3 for monotonically advancing fronts. In the transformed space, the
speed of propagation of the wavefronts defined by level sets of the (transformed)
cost-to-go V 0 (X, t) is non-homogeneous (spatially dependent) and anisotropic (directionally dependent), as well as time-dependent, but it does not depend directly
on any external flow, and thus the wavefronts advance monotonically outward and
V 0 decreases monotonically in backward time.
The most straightforward direction of future work would be to test the efficiency and accuracy of the present triangular adaptive grid algorithm purely for
the purpose of computing the flow map and related quantities such as the FTLE
and mesohyperbolicity fields. Though not emphasized, the present adaptive grid
algorithm appears to offer a simple and effective alternative to the present state
of the art, namely the adaptive grid methods of [41, 45, 46]. The first step in this
direction would be to implement the triangular adaptive grid algorithm of [47],
which is functionally equivalent to but slightly simpler than the present algorithm.
The second step would be to implement a flow map composition algorithm like
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that of [40]. The third step would be to combine an adaptive grid algorithm and
a flow map composition algorithm, which to our knowledge has never been done.
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Chapter 5
Minimum Energy Feedback
Control: a Backward-in-Time
Lagrangian Approach
We now present results for one final algorithm. Like in the semi-Lagrangian
approach of Chapter 3, we solve the fixed final time minimum energy feedback
control problem in terms of the optimal cost-to-go V , backward in time. The
present algorithm also relies heavily on adaptive Eulerian grids but is primarily
Lagrangian. The results are preliminary and limited to 1D; they are considered
a proof of concept. Nevertheless, we use vector notation where possible and the
term “simplex” to refer to either a 1D grid “edge” or a 2D grid “triangle”.
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5.1

The Trouble with the Semi-Lagrangian Approach

The semi-Lagrangian approach is to compute V at a given point (x, t) from
the subsequent time slice V (·, t + ∆t) by first computing (an approximation of)
the characteristic curve of the PDE forward from (x, t) to t + ∆t. Fortunately, the
optimal control u and thus the velocity v + u of a characteristic of the HJB PDE
can be expressed analytically. Unfortunately, they depend on the gradient Vx (or
the costate p). If one takes into account the familiar Euler Lagrange ODEs, the
result is a TPBVP for the characteristic state trajectory x∗ and the associated
costate trajectory p∗ , with boundary conditions x∗ (t) = x and p∗ (t + ∆t) =
Vx (x∗ (t + ∆t), t + ∆t). Note that this small TPBVP is analogous to the larger
TPBVP that describes the overall optimal trajectory problem (for a particular
initial point (x0 , t0 )), described in Section 1.1.1.
The semi-Lagrangian method of Chapter 3 assumes linear approximation of
x∗ and Vx (·, t + ∆t) to obtain u “exactly” via constrained quadratic optimization, sacrificing accuracy to avoid the iterative schemes entailed by more general
optimization problems (like in the higher-order semi-Lagrangian method of [13]).
Iterative solution of the above TPBVP would be better. But it would still add
unnecessary computational complexity.
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The bottom line is this: by considering each point (x, t) separately, one fails to
exploit the fact that Vx and thus p and u are known a priori and globally at time
t + ∆t. This is where the Lagrangian approach comes in. Note that we do not
attempt an Eulerian explicit time-stepping (for instance with an upwind Godunov
shock-capturing scheme) because of the time step restriction associated with very
high resolution adaptive grids.

5.2

The Lagrangian Approach

The present Lagrangian approach is to compute the characteristics globally,
backward in time, as (projections of) solutions of the Euler Lagrange ODEs, and
in effect to solve the small TPBVP described above for all points x at once (and
with ∆t generally larger). In other words, the present method is a backward-intime extremal field method and a method of characteristics for the dynamic HJB
equation, as described in Section 1.1.2, but for one interval [t, t + ∆t] at a time,
with V (·, t + ∆t) playing the role of the end cost h.
In addition to the problem parameters s, W , tf , and x0 and the algorithm
parameters ∆Vmax and nt already defined for the semi-Lagrangian algorithm of
Section 3.3, the present algorithm requires just two additional parameters:
• nLt , the number of intermediate time steps at which the Lagrangian extremal
data is computed in each of the nt intervals [t, t + ∆t] (where ∆t := tf /nt )
and
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• ∆pmax , the error tolerance dictating the refinement of the adaptive grid of
extremals.
Recall the adaptive grid refinement is based on linear error estimates computed at
the midpoints of grid edges (whether in 1D or 2D). In the grid of extremals, this
means an entire extremal for each error estimate. The error ∆p here is based on
the terminal costate p(t) of the backward computed extremal. More generally, the
error estimate could involve a combination of the errors in the state, costate, and
(suboptimal) cost-to-go. However, we found the costate sufficient. Like the semiLagrangian algorithm, the Lagrangian algorithm has two parts: the backward-intime integration of V and the forward-in-time extraction of optimal trajectories
for individual initial points (x0 , t0 ).
The end product of the backward-in-time integration is:
• V and Vx in a sequence of nt + 1 Eulerian “slice” objects, and
• J, p, and x (along the extremals of length nLt + 1 from t + ∆t to t) on a
sequence of nt Lagrangian “field” objects.
Recall that the costate p is equal to Vx along extremals that turn out to be globally
optimal trajectories. The (suboptimal) cost-to-go J is defined like in (3.1) but
with the integral reversed in time. Each “slice” or “field” object contains a unique
“grid” object. The backward-in-time integration begins by computing the slice
with V (x, tf ) = h(x) and Vx (x, tf ) = hx (x), analytically. Then for each of the nt
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intervals [t, t + ∆t] it computes a new field from the slice at t + ∆t, and a new
slice from that field. To be clear, the field grid lies at t + ∆t but doesn’t coincide
with the slice grid.
In general one can compute the extremal trajectories (x, p, J) using any higherorder ODE solver desired; this is one of the advantages of the Lagrangian approach
(and of the semi-Lagrangian approach, if not attempting an exact point-wise optimization). For simplicity we use the explicit Euler method. For convenience,
we restate the ODEs for J (from (3.1)) and for x and p (from the general Euler
Lagrange equations (1.11)) for the present case of minimum energy control:
J˙ = −W u · u;
ẋ = v(x, t) + u;
ṗ = −vx (x, t)p.
p
p
if |p| ≤ 2W s or u = −s |p|
otherwise.
Recall that u here is given by u = − 2W

For a given field grid point (χ, t+∆t), the backward extremal is initialized with
x(t + ∆t) = χ and with J(t + ∆t) and p(t + ∆t) interpolated from V (·, t + ∆t) and
Vx (·, t+∆t). For a given slice grid point (χ, t), V (χ, t) and Vx (χ, t) are interpolated
from J(t) and p(t) for which x(t) is in the vicinity of χ—more specifically, from
a field simplex (e.g. 1D edge or 2D triangle) that contains χ after being evolved
from t + ∆t to t. In the present 1D implementation we use cubic interpolation for
J and V and the corresponding quadratic interpolation for p and Vx .
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The problem here is that the simplexes of the Lagrangian field grid generally overlap one another and thus J(t) is multi-valued. Hence computing V (χ, t)
requires not only interpolating J for a given simplex but directly minimizing J
over all simplexes containing χ. The effect is to simultaneously “remesh” and
“trim”, as in the forward-in-time minimum time extremal field algorithm of [24],
but much more efficiently, since the tracked object is parameterized by points x
in a hyper-rectangle instead of points on a curved front.
The crux of this problem is to obtain the lists of the field grid simplexes
containing slice grid points χ. For a uniform slice grid, this can be done in a
single loop through all the field simplexes, using the O(1) “floor” and “ceiling”
functions. Even for an adaptive slice grid, if the N slice grid points are chosen
beforehand, one can at least find all the relevant slice grid points for a particular
field simplex in O(log N ) time via a simple binary search. But our grid points are
generated adaptively based on V .
In the present 1D implementation we address this difficulty by maintaining
lists of field simplexes (edges) not only for the slice grid points but also for the
slice grid edges. Recall that we compute V (and Vx ) at the midpoints of the field
grid edges ahead of time—upon bisection of the parent edge—for the purpose of
the error estimates ∆V . In addition, each such bisection then empties the list of
the parent edge, moving each field simplex into one or both of the lists of the child
slice grid edges.
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This process of continually emptying old lists and populating new lists adds
significant overhead. In particular, the memory allocation alone accounts for as
much as 80-90% of the computation time. This made the overall algorithm slower
than the semi-Lagrangian algorithm for a given number of grid points (though
more accurate). The actual computational complexity has yet to be investigated
very thoroughly.

5.3

1D Results: a Proof of Concept

The above Lagrangian algorithm was applied to the W = 1 example of Section
3.4.2, but with ∆Vmax =1e-4 (instead of 1e-5), nt = 10 (instead of 100), nLt =
100, and ∆pmax =1e-2. The key results are shown in Figures 5.1-5.4. Color plots
of the cost-to-go V (x, t), optimal control law u(x, t), and pulled back end cost
H(x, t) are not included here, since they are approximated well enough by the
semi-Lagrangian results of Figures 3.10, 3.12, and 3.14 respectively. Overall, the
accuracy was better than for the semi-Lagrangian results, even with fewer (slice)
grid points (about 500 at t = 0 instead of 1000); given the much higher-order
interpolation schemes, this is not surprising. In addition, the algorithm was also
expected to be faster, and for a given grid size, the speed was on the order of
two times slower. However, no rigorous timings have been performed, and both
algorithms ran in under a minute even for smaller tolerances and grid sizes on the
order of 10,000 to 20,000 (slice grid) vertices.
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Figure 5.1 shows the time slices of the cost-to-go V (black) and the multivalued cost-to-go J (green) at t = tf = 2, t =

tf
2

= 1, and t = 0. As previously

described, V is defined on the adaptive grid of a “slice” object while J is defined
on the adaptive grid of the “field” object. It is these (green) surfaces J from which
the (black) surfaces V are computed, via the all-in-one interpolation/minimization
i.e. remeshing/trimming procedure. For each time slice (except t = tf ) the latter
grid is an Eulerian grid in its native time slice at t + ∆t but can be thought of as a
Lagrangian grid at time t. The resulting “swallowtails” are analogous for instance
to the self-intersections of the minimum time extremal front of Figure 2.6(b).
The pair of additional cusps in each swallowtail is due solely to the projection
of the Lagrangian extremal data from (x, p, J) space into (x, J) space. The size
of the swallowtails in (x, J) space is proportional to the size ∆t =

tf
nt

= 0.2 of the

outer time steps. However, regardless of ∆t, their size in (x, p, J) space is bounded
below by the size of the jump discontinuity of Vx in the slice grid from which the
initial values J(t + ∆t) and p(t + ∆t) are interpolated; this makes the optimal size
of the field grids (or at least the size that we settled on) on the order of twice as
large as the slice grids, which adds significant overhead but is not perceived as a
major limitation of the algorithm.
Figure 5.2 shows the level of refinement L along the adaptive (slice) grid at
t = 0. The corresponding field grid is similar and not shown. Though it does not
seem to make much of a practical difference (e.g. in the efficiency of the algorithm),
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the level L is noticeably “smoother” than in the semi-Lagrangian result. This is
thought to be due to the higher-order interpolation.
Figure 5.3 makes the idea of the algorithm more clear. It shows the extracted
optimal trajectories (black) and the backward extremal trajectories (green). The
x values of optimal trajectories are indistinguishable from the semi-Lagrangian
case. The extremals begin intersecting one another in backward time beginning
at around t = 1.8, in other words where the shock seen in V (x, t) and u(x, t) dies
out. These intersections of nearby extremals in (x, t) space are associated with
the swallowtails—the self-intersections of the time slices of the extremal field—in
(x, J) space. Conversely, in the remainder of the domain the extremals splay out
from one another in backward time. Though hardly mentioned in this dissertation
(since we do not include results where the end cost V (x, tf ) = h(x) is non-smooth),
this splaying out is similar to (but not quite as extreme as) that observed in the
phenomena known as rarefactions, where characteristics actually merge (in this
case in forward time, at sharp local minima of V (x, tf ) = h(x)).
Figure 5.4 provides the best evidence of the accuracy of the Lagrangian algorithm, in terms of the optimal control input signals u(t). These signals are much
smoother than the semi-Lagrangian ones. This was not as much the case if we
replaced ∆p with ∆x or ∆J in the adaptive grid refinement criterion. A more
thorough analysis, empirical and theoretical, of the accuracy and stability that
results from different combinations of these criteria would be of interest, and may
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also be tied to the inefficiency of the current implementation. Also, note that the
signals shown here are defined at nt nLt = 1000 grid points instead of nt = 100 as in
the semi-Lagrangian solution. The ability to increase the resolution in this way—
via nLt instead of nt is one of the benefits of the present Lagrangian approach (or of
a semi-Lagrangian approach that computes and stores forward-in-time extremal
trajectories e.g. via the shooting method for the TPBVP described in Section
1.1.1); however, the signals u(t) are much better even with nLt = 10.
In addition to the computational complexity of moving around lists of indices
of Lagrangian grid simplexes described in Section 5.2, the algorithm did seem to
have some issues with stability. The issues tended to occur for grid sizes upwards of
20,000 to 30,000, for different combinations of refinement criteria ∆p, ∆x and ∆J,
and for nt too small. (In fact, we would have used nt = 100 instead of nt = 10, but
that would require close-up plots of the swallowtails and the intersecting extremal
trajectories in order to convey the idea of the algorithm). Usually, the cause is that
a swallowtail is under-resolved in such a way that the resulting slice of V develops
a discontinuity (which makes the level of refinement L blow up, since, recall, we
don’t bound L explicitly). This is associated with both ∆pmax and ∆Vmax , the
latter of which determines how precisely to initialize extremal trajectories near a
shock (cusp of V ). The solution of these issues may involve some finite differencing
in the computation of Vx , perhaps making use of the essentially non-oscillatory
(ENO) schemes commonly used in Level Set Methods. Basic central differencing
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was tried but did not seem to work. Additionally, it may also be necessary to
introduce numerical diffusion by explicitly bounding L for slice grids. A more
thorough investigation of these issues is of interest but outside the scope of this
dissertation.
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Figure 5.1: Three of the eleven recorded slices of the optimal cost-to-go V (black) and
t
the suboptimal cost-to-go J (green), at times tf = 2, 2f = 1, and 0. V is obtained by
direct minimization of J (simultaneously remeshing and trimming the extremal field).
The green “swallowtails” result from the adaptive initialization of extremals precisely
at the shock (cusp) of the subsequent slice of V , which compares well to the semiLagrangian result of Figure 3.8(a).

Figure 5.2: Level of refinement L of the adaptive grid for the time 0 slice of the
optimal cost-to-go V . L compares well to the semi-Lagrangian result of Figure 3.9(a),
for which the total number of adaptive grid points is on the order of twice as large.
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Figure 5.3: Extracted optimal trajectories x (black) and the ten backward-in-time
fields of extremal trajectories (green). The optimal trajectories here are indistinguishable from the semi-Lagrangian result of Figure 3.2(a), but the control signals of Figure
5.4 are significantly better.

Figure 5.4: The control input u along the optimal trajectories of Figure 5.3. The
results are much smoother than in the semi-Lagrangian result of Figure 3.5(a), with
fewer grid points at each time step.
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Chapter 6
Summary and Outlook
The purpose of this chapter is to restate the key results of Chapters 2-5 and
to make recommendations for future work. These items fall into four categories:
minimum time control (Chapter 2), minimum energy control (Chapters 3 and 5),
more general optimal control problems, and feedback control and the flow map
(Chapter 4).

6.1

Minimum Time Control

In Chapter 2 and in [24], we presented a forward-in-time Lagrangian fronttracking method for open-loop minimum time trajectories. The tracked “reachability front” evolves along the boundary of the reachable set in space-time, but the
Lagrangian marker particles evolve in a higher-dimensional state-costate space.
The accuracy and efficiency of the method in the presence of sensitivity and shocks
are enabled by remeshing and trimming procedures, respectively. In addition to
shocks (cusps in the boundary of the reachable set where optimal trajectories ter-
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minate), the method sharply captures discontinuities in the “arrival time function”
where the flow overpowers the vehicle. For the time-invariant case, this ability
to handle strong flows is a clear advantage of the proposed Lagrangian method
over the semi-Lagrangian and Eulerian Ordered Upwind Methods. For the timevarying case, the method works exactly the same as in the time-invariant case; in
contrast, Ordered Upwind Methods must be replaced by a one-higher-dimensional
Level Set Method like that of [25]. Finally, Chapter 2 and [24] also validate the proposed forward Lagrangian method against the prior backward Lagrangian method
of [23], which in fact solves the underlying dynamic HJB equation.
Though the main results were for a numerically-defined 2D flow from a highresolution 3D model of the Adriatic Sea, the method could be extended to the
case of a depth-varying (but still 2D) time-varying ocean flow assuming the depth
of the glider is given as a function of time. Using the formalism (u, v)(x, y, t) :=
(ũ, ṽ)(x, y, z(t), t), this is expected to be straightforward, and mostly a matter of
interpolating the flow (ũ, ṽ) from a 3D grid which often uses isopycnal coordinates
instead of simple z values.
An easy way of improving the accuracy of the forward Lagrangian algorithm is
to use the a “costate-preserving” cubic interpolation scheme, as mentioned briefly
in Section 2.3. Specifically, if interpolating between adjacent marker particles
(x1 , y1 , Θ1 ) and (x2 , y2 , Θ2 ) then the curve of interpolated (x, y) values should be
consistent with Θ1 and Θ2 —the known normal angles. This would be analogous
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to the preservation of the consistency between the costate p and the gradient Vx
in the preliminary 1D backward Lagrangian method for minimum energy control
demonstrated in Chapter 5.
The main drawback of the forward Lagrangian method (and indeed of all Lagrangian methods discussed in this dissertation) is the trimming. As shown, trimming prevents exponential growth over time in the number of marker particles,
but dramatically complicates the overall algorithm. Though a better trimming
procedure for the present 1D reachability front is certainly feasible, this is not
thought worthwhile for more general minimum time problems in higher dimensions. In that case, we recommend a Level Set Method like that of [25], but made
more efficient using some kind of adaptive grid, and made more accurate using a
standard reinitialization procedure, among other things.
Alternatively, using an adaptive (but less focussed) grid of the same dimension,
one could in fact solve the HJB equation directly, as in [23], but on a structured
grid in a closed domain, using a backward time-stepping scheme (semi-Lagrangian
like that of Chapter 3, Lagrangian like that of Chapter 5, or Eulerian). In particular, for trajectories not controllable to the target xf within the time limit
T = tf − t0 one could add the end cost h(x(tf )) = |x(tf ) − xf |2 (instead of ∞),
defining the terminal hypersurface m(x, t) = 0 of (1.3) to include both the line
x − xf = 0 used in the “minimum time” problem of Chapter 2 and the plane
t − tf = 0 used in the “minimum energy” problem of Chapter 3.
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6.2

Minimum Energy Control

In Chapter 3 we presented a backward-in-time semi-Lagrangian method for
a minimum energy feedback control problem. The method effectively transforms
the optimal control problem into a point-wise optimization problem. Unlike prior
semi-Lagrangian methods for similar problems, the proposed method captures
shocks (discontinuities in the gradient of the cost-to-go function) very precisely
using an adaptive triangular grid, and avoids less accurate iterative point-wise
optimization by restricting to first-order accurate spatio-temporal discretizations.
The main solution example was for an analytically-defined time-varying three-gyre
flow field. The adaptive grid performs very well, and the method was sufficient to
characterize the minimum energy control for the present problem, but is not as
accurate as desired, since it does not scale well with the number of grid points or
the number of time steps. This is thought to be inherent in the semi-Lagrangian
approach, which does not take advantage of the global structure of the problem;
whereas the optimal control at time t requires a point-wise optimization (and thus
a loop through all the simplexes of the adaptive grid reachable in one time step
of length ∆t), the optimal control at time t + ∆t is known a priori, in terms of
the gradient of the cost-to-go function.
This suggests either an Eulerian or a Lagrangian backward-in-time method.
An Eulerian method was not pursued in this dissertation because of the strict
time step restriction associated with high resolution adaptive grids. However, it’s
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possible that the present adaptive grid is resolving shocks more precisely than necessary, and an Eulerian (for instance an upwind Godunov) scheme for this problem
would be of great interest. Another alternative worth exploring is to implement
an iterative point-wise optimization scheme (preferably more sophisticated than
that of [13]) and higher-order semi-Lagrangian discretizations.
In Chapter 5 we presented a 1D proof of concept of a backward-in-time Lagrangian method for the same minimum energy problem. The method computes
the cost-to-go at a given time slice V (·, t) from V (·, t + ∆t) by (a) computing an
backward-in-time extremal field from V (·, t + ∆t) and (b) computing V (·, t) from
the extremal field via interpolation and direct minimization. The crux of the algorithm is to efficiently find the relevant extremal simplexes for a given grid point
of V (·, t). In the present implementation this is done less efficiently than hoped,
and accounts for up to ≈ 90% of the computational time. Moreover, there were
some issues with stability; these suggest the introduction of numerical diffusion
via finite differences and/or an explicit bound on the resolution of the adaptive
grid.

6.3

More General Optimal Control

There are many generalizations, some tested, others not, that ought to be
considered in future implementations of the present algorithms.
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Perhaps the most obvious is the case of W = 0 in the minimum energy
problem—i.e. the “pure end cost” problem. If the minima of the end cost h
are not reachable, the optimal control is like minimum time control. Otherwise,
the solution V is flat, and the optimal control is non-unique. The best foreseen
way to remedy this is to explicitly define the passive particle trajectories terminating at the minima of h as subsets of the terminal hypersurface m = 0 (similar
to in the last paragraph of Section 6.1, and add the minimum time term 1 to the
minimum energy term W u · u in the cost functional. In this sense, the generalization W = 0 goes hand-in-hand with generalizing the types of terminal hyper
surfaces m = 0 (i.e. boundary conditions) considered.
There are several cases that were tested but not included in this dissertation.
For instance, generally h may be non-smooth. With the addition of an explicit
bound on the grid resolution Lmax , h may be discontinuous, as mentioned in
Chapter 3. And with the addition of a few well-placed if-statements, the h may
even be infinite, with the adaptive grid resolving the jump to infinity as any
other discontinuity; more generally, the cost-to-go V may be jump to infinity in
backward time if |v| > s i.e. the flow overpowers the vehicle at the boundary—a
case not discussed elsewhere in this dissertation.
Other cases of interest include the addition of a position penalty term c(x(t))
and more general control systems such as under-actuated systems.
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6.4

Feedback Control and the Flow Map

Chapter 4 was centered around the use of the fixed final time flow map for (a)
a different perspective on the minimum energy trajectories of Chapter 3 and (b)
a class of simple suboptimal control laws. Specifically, the fixed final time flow
map X(x, t) yields transformed dynamics of the form Ẋ = Xx u from the original
Hx
,
dynamics ẋ = v + u, and the suboptimal control laws are of the form u = −s̃ |H
x|

where H(x, t) := h(X(x, t)) is the pulled back end cost. In the transformed
coordinates, the system can be controlled in any direction, but with a directionally
dependent speed that may be arbitrarily small. One such suboptimal control
law was compared to the optimal for the 2D time-varying three-gyre example of
Chapter 3. The main advantage of the optimal control is that it descends H nonmonotonically. The main advantage of the suboptimal control is that the flow map
Hx can be defined locally; however, this advantage was not fully demonstrated,
due to the sensitive nature of Hx , which leads to chattering behavior in trenches
of H.
There are several possibilities for extending this work. The most directly
practical topic of future work would be a numerical definition of the suboptimal
control that is not so vulnerable to this chattering. Another area of interest is the
possibility of solving the transformed HJB equation directly by somehow taking
advantage of the monotonicity of the transformed cost- to-go V 0 (X, t) with respect
to t. Yet another area of interest is to improve the state of the art in numerical
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methods for efficient computation of the flow map and related quantities such as
the finite time Lyapunov exponent and mesohyperbolicity fields. Toward this end,
the triangular adaptive grid proposed in this dissertation and in [47] appears to
offer a simple and effective alternative to the present state of the art. Of particular
interest would be to combine this or another adaptive grid method with a flow
map composition method like that of [40].
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Chapter 7
Appendices
The three appendices are all for Chapter 2.

7.1

Derivation of the relaxed minimum time necessary condition

In this appendix we justify the use of the Θ̇ component of (2.4) as a relaxed
necessary condition for a minimum time trajectory of (2.1), as well as the forwardin-time approach used here versus the backward-in-time approach used in [23].
Suppose (x, y, Θ) : [t0 , tf ] → R2 × S1 is a minimum time trajectory of the
system (2.1) from (x0 , y0 , t0 ) to (xf , yf ). Then there exists a co-state trajectory
(p, q) : [t0 , tf ] → R2 such that:
1. ∀t ∈ [t0 , tf ],
ṗ = −

∂H
(x, y, Θ, p, q, t);
∂x

q̇ = −

∂H
(x, y, Θ, p, q, t),
∂y
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(where p = p(t), x = x(t), etc),
2. ∀t ∈ [t0 , tf ],
H(x, y, Θ, p, q, t) = min H(x, y, Θ̃, p, q, t),
Θ̃∈S1

and
3.
H(xf , yf , Θf , pf , qf , tf ) = 0,
where (pf , qf ) = (p(tf ), q(tf )), and where H is the Hamiltonian function, in this
case given by H(x, y, Θ, p, q, t) := [u(x, y, t) + s cos Θ]p + [v(x, y, t) + s sin Θ]q +
1. These are the well-known necessary conditions arising from the calculus of
variations.
The two ODEs composing Condition 1 are the co-state equations. Computing
the partial derivatives of H yield
ṗ = −ux p − vx q;
(7.1)
q̇ = −uy p − vy q,
where ux = ux (x, y, t), etc. are the partial derivatives of the flow field (u, v).
Condition 2 is the Pontryagin principle. It says that the input Θ must minimize
the Hamiltonian point-wise. This boils down to minimizing the dot product of the
co-state vector (p, q) and the control vector (s cos Θ, s sin Θ), in which, recall, the
speed s > 0 is fixed. It follows from Conditions 1 and 3 that ∀t ∈ [t0 , tf ], (p, q) 6= 0;
otherwise, by Equation (7.1) i.e. Condition 1, ∀t ∈ [t0 , tf ], (p, q) = (0, 0), which
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implies H(xf , yf , Θf , pf , qf , tf ) = 1, which violates Condition 3. Thus ∀t ∈ [t0 , tf ],
the optimal input angle is well-defined and is given by
Θ = atan2(−q, −p),
where the function atan2 is defined for (x, y) 6= (0, 0) by
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In other words, the minimum time control is to steer the vehicle in the opposite
direction of the co-state vector (p, q).
Moreover, there is a one-to-one mapping between co-state vectors (p, q) 6= (0, 0)
and polar coordinate pairs (Θ, r) ∈ S1 × (0, ∞) given by
(Θ, r) = (atan2(−q, −p),

p
p2 + q 2 )

and
(p, q) = (−r cos Θ, −r sin Θ),

(7.2)

and thus the co-state equations can be transformed to this polar domain. Substituting these expressions for p and q into (7.1) and differentiating the left hand
side yields the following linear system for Θ̇ and ṙ:
r sin ΘΘ̇ − ṙ cos Θ = ux r cos Θ + vx r sin Θ;
−r cos ΘΘ̇ − ṙ sin Θ = uy r cos Θ + vy r sin Θ.
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Multiplying by sin Θ and − cos Θ respectively yields
r sin2 ΘΘ̇ − ṙ sin Θ cos Θ = ux r sin Θ cos Θ + vx r sin2 Θ;
r cos2 ΘΘ̇ + ṙ sin Θ cos Θ = −uy r cos2 Θ − vy r sin Θ cos Θ.
Summing and dividing through by r yields
Θ̇ = −uy cos2 Θ + (ux − vy ) sin Θ cos Θ + vx sin2 Θ,

(7.3)

i.e. the third component of Equation (2.4). Equations similar to (7.3) are derived
in [7] and [61], for a minimum time example and a flame propagation model,
respectively. Similarly, one obtains


ṙ = r ux cos2 Θ + (ux + vx ) sin Θ cos Θ + vy sin2 Θ .
The expressions for ẋ, ẏ, and Θ̇ do not depend on r. Hence, it is not actually
necessary to solve the above ODE for r. This is a special property of the minimum
time problem which ultimately allows us to compute globally optimal minimum
time trajectories of a time-varying system without solving the associated timevarying HJB equation.
Condition 3 is the free final time end condition. Applying (7.2) i.e. Condition
2 at time t = tf yields
(pf , qf ) = −rf (cos Θf , sin Θf ),
where pf = p(tf ), etc., which allows one to write Condition 3 as
[uf + s cos Θf ](−rf ) cos Θf + [vf + s sin Θf ](−rf ) sin Θf + 1 = 0,
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where uf = u(xf , yf , tf ) and vf = v(xf , yf , tf ), which simplifies to
−rf uf cos Θf − rf s cos2 Θf − rf vf sin Θf − rf s sin2 Θf = −1,
which simplifies to
rf [uf cos Θf + vf sin Θf + s] = 1,
which may be written as

rf =

1
.
uf cos Θf + vf sin Θf + s

(7.4)

This implies −uf cos Θf − vf sin Θf < s, which says that the component of
the flow vector (uf , vf ) in the direction opposite that of the control Θf must be
less than the speed s of the vehicle. This make practical sense, since otherwise
the vehicle would be steering directly away from the target at the time it arrives
instead of directly towards it.
In the present computational framework, however, it is better to relax this free
final time end condition entirely, and allow any final input angle Θf . The reasons
for this are the following:
1. If computing backwards in time, as in [23], it’s easier to include suboptimal
values of (Θf , tf ) ∈ S1 × [t0 , t0 + T max ] than numerically “trimming” them
away (which would not be the same as the trimming procedure of the present
work).
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2. If computing forwards in time, one must consider all values of θ = Θ(t0 ).
This is illustrated in the example of Section 2.4.2, where the reachability
front folds back on itself due to the time-variability of the flow.
3. If the magnitude of (uf , vf ) exceeds (respectively, equals) the speed s of the
vehicle, there are two values (is one value) of Θf for which solving (2.4) does
yield a globally optimal trajectory, but Condition 3 above is not technically
satisfied, because the denominator −uf cos Θf − vf sin Θf + s in (7.4) is 0
and thus the magnitude rf of the final co-state is undefined. A trajectory
of this type was shown in Figure 2.4(b).
Recall our algorithm determines the globally optimal trajectory from among these
locally optimal or extremal trajectories by direct comparison of their costs.
In summary, we have a relaxed minimum time necessary condition encompassed by the single equation (7.3). The present solution method works by sampling θ ∈ S1 and solving the resulting minimum time Euler Lagrange equations
(2.4) forward-in-time. Alternatively, one can sample (Θf , tf ) ∈ S1 × [t0 , t0 + T max ]
and solve (2.4) backward-in-time, thus obtaining the time-varying time-to-go function on an irregular grid (as in [23]), but this requires an order of magnitude more
computation.
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7.2

Modification to handle boundaries of the flow
domain

To deal with domain boundaries such as coastline, we introduce the function
g : R2 → [0, 1] and modify the state equation (2.1) as follows:
ẋ = u(x, y, t) + g(x, y)s cos Θ;
ẏ = v(x, y, t) + g(x, y)s sin Θ.
Then the Hamiltonian function becomes
H(x, y, Θ, p, q, t) := [u + gs cos Θ]p + [v + gs sin Θ]q + 1,
where u = u(x, y, t), v = v(x, y, t), and g = g(x, y), and the co-state equations
become
ṗ = −(ux + gx s cos Θ)p − (vx + gx s sin Θ)q;
q̇ = −(uy + gy s cos Θ)p − (vy + gy s sin Θ)q,
where gx = gx (x, y) and gy = gy (x, y) are the partial derivatives of g. These are a
generalization of (7.1). Similarly, they lead to
Θ̇ = −uy cos2 Θ + (ux − vy ) sin Θ cos Θ + vx sin2 Θ + (gx s sin Θ − gy s cos Θ).
This is a generalization of (7.3) and appears in (2.5).
The point-wise optimal input angle becomes
Θ = atan2(−gq, −gp).
As in Appendix 7.1, for this angle to be well-defined, we rely upon the fact that
∀t ∈ [t0 , tf ], (p, q) 6= 0. In addition, we choose g such that g(x, y) = 0 =⇒ ∀t ∈
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R, u(x, y, t) = v(x, y, t) = 0. Then if along an extremal trajectory g(x, y) = 0, we
know ∀t ∈ [t0 , tf ], ẋ = 0 and ẏ = 0 identically, and thus the extremal trajectory is
entirely outside the flow domain.
The free final time end condition (7.4) becomes

rf =

1
,
uf cos Θf + vf sin Θf + sgf

where gf = g(xf , yf ).
Near the flow domain boundaries, the speed of the vehicle will effectively be
reduced from s to g(x, y)s. Strictly speaking, this is not in keeping with a true
minimum time criterion. However, the trajectories in the interior of the flow
domain which are the main focus of this work are not effected. An alternative
approach that would have the same effect is to enforce the fixed vehicle speed s
but explicitly change the cost function—the integrand in (2.3), currently equal to
1—to include a position penalty term that is nonzero where our function g is 0,
and infinite outside the domain, thereby imposing a “soft constraint” on the state
of the vehicle.

240

7.3

Minimum time control in linear time-invariant
flows

We now consider flow fields of the form

 











 u(x, y, t)   u(x, y) 
 x   ux uy   x 

=
 = A  = 
 ,

 

  
 
vx vy
y
v(x, y, t)
v(x, y)
y
where the partials ux , uy , vx , and vy are constants. For such flow fields, the
evolution of θ, given by Equation (2.4), is independent of x and y. Thus solutions
are of the form








Zt





 x(t) 
 x0 
 cos(θ(τ )) 

 = eAt 
 + s eA(t−τ ) 
 dτ.






y(t)
y0
sin(θ(τ ))
0

(7.5)

Remember, although the dynamics of the flow field are linear and the control
vector enters linearly here, the problem of determining the optimal control is
nonlinear, since it involves constraining the control vector to a circle.
The three examples considered are a pure rotation flow field, i.e. an elliptic
fixed point, a pure strain flow field, i.e. a saddle, and a pure shear flow field.
These are often viewed as building blocks for more complex, nonlinear flow fields.
Note however that, unlike the rest of the examples, these linear flow fields are
unboundedly strong away from the origin, and thus the long-term behavior of
the closed form solutions we obtain is somewhat unrealistic for the application at
hand.

241

For the first of these examples, we express the extremal trajectories x =
x(θ0 , t), y = y(θ0 , t), and θ = θ(θ0 , t) in closed form. For the second and third, we
only express θ in closed form, not attempting to compute the integrals for x and
y, since they are more difficult.
Finally, one may observe an absence of shocks in the solutions for these examples. We do not attempt to explain this analytically.

7.3.1

Pure rotation case

Consider the case where








 ux uy   0 ω 

=
A=

 

−ω 0
vx vy
and thus the matrix exponential is




 cos(ωt) sin(ωt) 
.
eAt = 


− sin(ωt) cos(ωt)
Equation (2.4) yields θ̇(t) = −ω, which has solutions of the form θ(t) = θ0 − ωt.
Thus the integrand in Equation (7.5) is









 cos(ωt − ωτ ) sin(ωt − ωτ )   cos(θ0 − ωτ )   cos(θ0 − ωt) 


=
,


 

− sin(ωt − ωτ ) cos(ωt − ωτ )
sin(θ0 − ωτ )
sin(θ0 − ωt)
where we have applied the identities
cos α cos β + sin α sin β = cos(α − β) = cos(β − α)
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and
−(sin α cos β − cos α sin β) = − sin(α − β) = sin(β − α).
This integrand does not depend on the variable of integration τ . Thus the solution
is simply














 x(t)   cos(ωt) sin(ωt)   x0 
 cos(θ0 − ωt) 

=

 + st 
,

 




y(t)
− sin(ωt) cos(ωt)
y0
sin(θ0 − ωt)
or, if r0 and ξ0 are the polar coordinates of the initial position (x0 , y0 ),






 cos(θ0 − ωt) 
 cos(ξ0 − ωt) 
 x(t) 
.
 + st 
 = r0 







sin(θ0 − ωt)
sin(ξ0 − ωt)
y(t)

(7.6)

In summary, we have written θ as well as x and y in closed form, as functions of
time t and initial angle θ0 . Thus there is no need to numerically integrate Equation
(2.4), just to determine the values of θ0 and t for which (x(t), y(t)) = (xf , yf ) in
Equation (7.6) and t is minimized.
The first term is due to the flow field itself. It consists of a circular periodic
orbit about the origin. The second term is due to the minimum time control. It
consists of a steady spiral outward from the origin.
In the special case where θ0 is aligned with ξ0 (including the case where
(x0 , y0 ) = 0), the two terms can be combined into one, with the coefficient r0 + st
describing the distance from the origin at time t, and it is easy to see that the
control vector remains normal to the streamlines of the flow field, i.e. directed
radially outward. However, in general, the angle of the control vector relative to
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the flow field varies over time, and the effect of summing the two terms depends
on the speed of the vehicle relative to the frequency of rotation of the flow field.
Figure 7.1 shows the pure rotation flow field, the arrival time function, and
12 minimum time trajectories for each of three different initial positions (x0 , y0 ).
The final positions (xf , yf ) are simply sampled from a circle of radius 0.5 about
the origin. For all three cases y0 = 0. The case x0 = 0 is the one alluded to, where
1
,
2π

the control is normal to the streamlines. For x0 =

the magnitude of the flow

field matches the vehicle speed exactly at time t = 0. And for x0 = π1 , it exceeds
the vehicle speed by a factor of two, resulting in a sharp jump discontinuity in the
arrival time function, which bears a striking resemblance to that of Section 2.4.2
seen in Figure 2.5(b). In both cases, the nominal trajectories and the reachability
fronts are circles. But in the case of Section 2.4.2, the flow is time-varying, whereas
in the current example, the control is time-varying.

7.3.2

Pure strain case

Consider the case where










 ux uy   γ 0   x 
 
=
A=

 
 
0 −γ
y
vx vy
and thus the matrix exponential is

At

e



 eγt 0 

=


0 e−γt
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Equation (2.4) yields
θ̇ = 2γ sin θ cos θ,
which has solutions of the form




θ0







 arctan (tan θ0 e2γt )
θ=



θ0







 arctan (tan θ0 e2γt ) + π





θ0 = − 12 π







1
1

θ0 ∈ − 2 π, 2 π 
θ0 = 12 π
1
π, 32 π
2

θ0 ∈



,

(7.7)















where for convenience we consider θ0 ∈ − 21 π, 23 π instead of θ0 ∈ [0, 2π). Moreover,
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1
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1
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In summary, we have analytically computed θ and the corresponding optimal
control vector in closed form, as a function of time t and initial angle θ0 , but we
do not attempt to compute the integral for x and y, leaving the solution in the
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form
















Zt 1 t − τ
 x(t)   1 t   x0 

  cos(θ(τ )) 

=

+s 

 dτ.

 





y(t)
0 1
y0
0
1
sin(θ(τ ))
0
We must still solve this numerically, as well as extract the optimal trajectories.
Figure 7.2 shows the Equation (7.7) control signals for various initial angles θ0 ,
using flow parameter γ = −1. The control is repelled from θ = ± π2 and stabilizes
at θ ∈ {0, π}, regardless of the initial position (x0 , y0 ). This should mean that the
reachability front tends to flatten out vertically over time, as the control becomes
balanced by the strength of the y component of the flow field.
Figure 7.4 shows the pure strain flow field, the arrival time function, and 12
minimum time trajectories for each of three different values of x0 . Indeed the
reachability front flattens out as expected. The final positions (xf , yf ) are simply
sampled from a 0.5 by 1.5 ellipse about the origin. For all three cases y0 = 0.
For x0 = 1, the magnitude of the flow field matches the vehicle speed exactly
at time t = 0. And for x0 = 2, it exceeds the vehicle speed by a factor of two,
resulting not only in a sharp jump discontinuity in the arrival time function, but
a jump to infinity. In general the reachability front gets driven out of the region
where the flow is stronger than the vehicle, and begins stretching to fill the region
(−1, 1) × R.
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7.3.3

Pure shear case

Consider the case where








 ux uy   0 ξ 
=

A=

 

vx vy
0 0
and thus the matrix exponential is




 1 t 
.
eAt = 


0 1
Equation (2.4) yields
θ̇ = −ξ cos2 θ,
which has solutions of the form




θ0







 arctan (tan θ0 − ξt)
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θ0







 arctan (tan θ0 − ξt) + π





θ0 = − 21 π







1
1

θ0 ∈ − 2 π, 2 π 
θ0 = 12 π
θ0 ∈

1
π, 23 π
2



,

(7.8)















where again for convenience we consider θ0 ∈ − 21 π, 32 π instead of θ0 ∈ [0, 2π).
Moreover,

cos θ =
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In summary, we have analytically computed θ and the corresponding optimal
control vector in closed form, as a function of time t and initial angle θ0 , but we
do not attempt to compute the integral for x and y, leaving the solution in the
form
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 x(t)   1 t   x0 

 dτ.
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+s 




 



sin(θ(τ ))
y(t)
0
1
0 1
y0
0
We must still solve this numerically, as well as extract the optimal trajectories.
Figure 7.3 shows the Equation (7.8) control signals for various initial angles θ0 ,
using flow parameter ξ = 1. The headings θ are attracted to the fixed points θ =
± 21 π from above and repelled from below, regardless of the initial position (x0 , y0 ).
This should mean that the reachability front tends to flatten out horizontally over
time, as the control becomes transverse to the streamlines.
Figure 7.5 shows the pure shear flow field, the arrival time function, and 12
minimum time trajectories for each of three different values of y0 . Indeed the
reachability front flattens out as expected. The final positions (xf , yf ) are simply
sampled from a circle of radius 0.4 about the origin. For all three cases x0 = 0.
For the case y0 = 0.1, the magnitude of the flow field matches the vehicle speed
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exactly at time t = 0. And for y0 = 0.2, it exceeds the vehicle speed by a factor
of two, resulting in a sharp jump discontinuity in the arrival time function.
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(a) (x0 , y0 ) = (0, 0)

1
(b) (x0 , y0 ) = ( 2π
, 0)

(c) (x0 , y0 ) = ( π1 , 0)

Figure 7.1: Arrival time function and 12 minimum time trajectories for pure rotation
flow example of Section 7.3.1, for the three different initial positions. In (a), (b), and
(c), the magnitude of flow at the initial position is 0, 1, and 2 times the speed of the
vehicle, respectively; hence the appearance of a discontinuity. In (a) only, the difference
between the control angle θ and the angle of the local flow vector is constant.
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Figure 7.2: Minimum time heading control θ in for pure strain flow example of Section
7.3.2 for various initial angles θ0 and flow parameter γ = −1. The heading is repelled
from θ ∈ {0, π} and attracted to θ = ± π2 , regardless of the initial position (x0 , y0 ).

Figure 7.3: Minimum time heading control θ in for pure shear flow example of Section
7.3.3 for various initial angles θ0 and flow parameter ξ = 1. The heading is both repelled
by θ = ± π2 from below and attracted from above, regardless of the initial position
(x0 , y0 ).
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(a) (x0 , y0 ) = (0, 0)

(b) (x0 , y0 ) = (1, 0)

(c) (x0 , y0 ) = (2, 0)

Figure 7.4: Arrival time function and 12 minimum time trajectories for pure shear
flow example of Section 7.3.2, for the three different initial positions. In (a), (b), and (c),
the magnitude of flow at the initial position is 0, 1, and 2 times the speed of the vehicle,
respectively; hence the appearance of a discontinuity. As the reachable set flattens out
vertically, the vehicle heading balances out the x component of the flow.
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(a) y0 = 0.0

(b) y0 = 0.1

(c) y0 = 0.2

Figure 7.5: Arrival time function and 12 minimum time trajectories for pure shear
flow example of Section 7.3.3, for the three different initial positions. In (a), (b), and (c),
the magnitude of flow at the initial position is 0, 1, and 2 times the speed of the vehicle,
respectively; hence the appearance of a discontinuity. As the reachable set flattens out
horizontally, the vehicle heading aligns itself transverse to the flow.
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